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“"”"”“““"“Knowledge Graph O@“

J Represents a collection of interlinked descriptions of entities

o Objects, events or concepts
o Multiple types of entities and relations exist

 Facts are represented as triplets (h, , t)

K‘e\ Tou,p

© (‘Paris,’ ‘is—a” ‘City,) islocatedin '
o (‘Alice’, ‘is_friend_of, ‘Bob’) <,£ > Ny A

Sted

F %
"Notation & Symbols A ace @
* h:the head entity A

 7r:the relation
e t:the tail entity

\° (h, r, t): the triplet Y,




“=Aphundance of Knowledge Graphs @“

Knowledge Graph Statements Entities
y8Go 120 M 10M
I

DBpadiia 1.3B 6 M
3.5B 364 M

* [1] https://yago-knowledge.org/
e [2] https://www.wikidata.org/wiki/Wikidata:Main_Page

* [3] https://www.dbpedia.org/resources/knowledge-graphs/
* [4] https://blog.gdeltproject.org/gdelt-global-knowledge-graph/
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Knowledge Graph Applications

Computer Vision [1]
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Recommendation [2]
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O Good Will Hunting *~._ Matt Damon (actor)
Al (GWH) T
Bob gi[& ______--—--;fanMﬂ
N

Saving Private Ryag,/

(SPR) ™.

Alice g"‘ﬁa < -
®<cTcnninal(TT -
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Tom Hanks (actor)

Schindler’s List (SL) Liam Neeson (actor)

Question Answering [3]

- won | type E—
Ql GrammyAward |[¢—— ?x [ president
) l state
Illinois |
entity [« ToR | person
: v isA
sti . m type lSA‘\¥~, 8

| award | _ city ¢ Honolulu || lawyer || president —

type | Illinois ‘inns itype - ypeI type
' ~ state Y ) [ Biliclinton |

( VGrammyAward Jewon \\Baracllcobama )< £ )

[1] Y. Fang, K. Kuan, J. Lin, C. Tan, and V. Chandrasekhar. 2017. Object Detection Meets Knowledge Graphs(lJCAI 17).

Fact Checking [4]

QI- E |
Journalist, news\
) Q

poster analysis

Text analysis (Machine
Learning, contextual reasoning)

e Network and
- processing and metadata
-‘ visual analytics (fingerprints)
© 2016 The Asocisted ress. Al rights rservet. analysis
E “ Original source
- analysis

[2] F. Zhang, J. Yuan, D. Lian, X. Xie, and W. Ma. 2016. Collaborative Knowledge Base Embedding for Recommender Systems(KDD 16).

[3] S. Hu, L. Zou, J. X. Yu, H. Wang, and D. Zhao. 2018. Answering Natural Language Questions by Subgraph Matching over Knowledge Graphs (TKDE 18).
[4] P. Shiralkar, A. F Flammini, F. Menczer, and G. Luca. 2017. Finding Streams in Knowledge Graphs to Support Fact Checking (ICDM 17).
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What is Knowledge Graph Reasoning?

 Goal: Infer or discover new knowledge according to existing information in
knowledge graphs in response to a query [1]

J Benefit: Enable models to learn from and reason with structured knowledge
graph data

Missing New knowledge —
Tailand Thai ‘ Infer Tailand Thai
T ¢
hasTag\ _ﬂ_;-‘"hasLanguage |:> hasTag\/;SLa”guage
The Love of Siam ——  Romance The Love of Siam ——  Romance
dV hasGenre Ih . dV hasGenre Ih .
asGenre asGenre
i direct i direct
S;:krlrzzl:;alful Jean Genet — A Song of Love S;:krlrzc;tlaalful Jean Genet — A Song of Love
1950 ‘..v""'-}elease‘(ear 1950 ‘..-“""-..release\’ear

e Missing edge «e Missing edge

e [1] X. Chen, S. Jia, and Y. Xiang. 2020. A review: Knowledge reasoning over knowledge graph (Expert Systems with Applications 20).
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O Class: Deductive reasoning

O Apply known rules to derive
knowledge

d (A, hasSon, B)&(B, hasSon, C)
d Infer: (A, isGrandFather, C)

Knowledge Graph Reasoning Categorizationj

O Class: Abductive reasoning

L Choose the best explanation
that explains an observation

Q (A, liveWith, B)
O Explanation: (A, hasSpouse, B)

* [1] AIB 22 — Knowledge Graphs and Machine Learning. https://researchschool.w.uib.no/

i

O Class: Inductive reasoning

L Use patterns in observations to
derive knowledge

d Give many examples of
o (A, hasSon, B)&(B, hasSon, C)
o (A, isGrandFather, C)

O Derive:

o hasSon & hasSon means
isGrandFather
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Knowledge Graph Reasoning Formulation |

1 KG reasoning can be formulated as f(Q, ¢)
o f:the reasoning function/model

o Q:the reasoning input/goal
« A partial triplet (h, r, ?)

_ Input Q 1
« Natural language question
. Reasoning
Query graph o - Model () —  Output
o G:the background knowledge graph Y oo '
@ 4 »




==Qverall Challenge #1: (o)
Background Knowledge Graph

Input Q 1
I Reasoning
J Size: KGs are large o output
|
o For example, DBpedia contains 4.6 million entities @
G

o Reasoning on large knowledge graph is time consuming

J Quality: KGs are noisy and incomplete
o For example, half of entities in DBpedia contain less than 5 relationships [1]

o Reasoning on incomplete knowledge graphs can be difficult

d Dynamics: Almost every knowledge graph evolves over time [2]

o Present an additional challenge

e [1]Y. Fang, K. Kuan, J. Lin, C. Tan, and V. Chandrasekhar. 2017. Object Detection Meets Knowledge Graphs(lJCAI 17).
E e [2]Y.Yan, L. Liu, Y. Ban, Bao. Jing, and H. Tong. 2021. Dynamic Knowledge Graph Alignment(AAAI 21).




==Qverall Challenge #2: (o)
The Reasoning Model

J Comprehensiveness: Relations in KG have different properties [1]

o Symmetry, antisymmetry, composition

o How to support these properties e Reas:mng
o . Model £() +—>  Output
 Efficiency: Knowledge graphs are large [2] '_'- '
o How to reason efficiently "o,

J Generalizability: Generalization ability of the model [3]

o Handle new, unseen data effectively

e [1] B. Antoine, U. Nicolas, G. Alberto, W Jason, and Y. Oksana. 2013. Translating Embeddings for Modeling Multi-relational Data (NIPS 13).
E e [2]S.Hu, L. Zou, J. X. Yu, H. Wang, and D. Zhao. 2018. Answering Natural Language Questions by Subgraph Matching over Knowledge Graphs (TKDE 18).

* [3] M. Chenl, W. Zhangl, W. Zhang, Q. Chen, H. Chen. 2019. Meta Relational Learning for Few-Shot Link Prediction in Knowledge Graphs (EMNLP 19).




==Qverall Challenge #3: t bca),
Reasoning Input

J Ambiguity: Q is ambiguous [1]

o Users are not familiar with the background KG, likely to ask ambiguous questions

« “John Litel role in declaration independence” — role in : “profession” or “occupation”
« “Thomas Jefferson role in declaration independence” — role in : “film actor”

dInteraction: Q is changing iteratively [2]

o Users can gradually refine the queries

« “John Litel role in declaration independence” — “Actor John Litel role in movie declaration
independence”

o User’s query intention may change correspondingly

1. “Who directed Interstellar?”
o 2. “What other movies did he also direct?”

e [1] L. Lihui, C. Yuzhong, D. Mahashweta, Y. Hao and T. Hanghang. 2023. Knowledge Graph Question Answering with Ambiguous Query (WWW 2023).
E * [2] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21).
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Roadmap

Part I: Knowledge Graph Reasoning: Basic Concepts and Techniques «

Part ll: Recent Advance #1: Neural Reasoning for Natural Language Queries

Part lll: Recent Advance #2: Neural Reasoning for Logical Queries

Part IV: Recent Advance #3: Neural Reasoning Beyond Entities and Relations

Part V: Recent Advance #4: LLM+KGR

Part VI: Open Challenges and Future Directions
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Overview of Part |

Basic Concepts and Techniques

v v
Knowledge Graph Rule Based Knowledge Path Based Knowledge Inductive Rule Mining
Embedding Graph Reasoning Graph Reasoning
[ TransE [ LU !Based ] [ Path Ranking ] Chain-like Rules
Reasoning L )

Subgraph Rules
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Reasoning Iin Continuous Space

J Reasoning based on low-dimensional vector representations

o Knowledge graph embedding methods

[ Project each entity and relation into a continuous vector space
J Tensor decomposition model [1], geometric model [2], deep learning model [3]

' A
- h DNN
[
E, ... E, )
& (M
&) e
__ . * p
Rl. Entity and Relation Space o/

e [1] T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction (ICML 16).
* [2] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

e [3] T. Dettmers, P. Minervini, P. Stenetorp, and S. Riedel. 2018. Convolutional 2D Knowledge Graph Embeddings (AAAI 18).
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Knowledge Graph Embedding

[ Goal: Encode (1) entities as low-dimensional vectors and (2) relations as parametric
algebraic operations in the continuous space

J How-to: Design a score function f.(h,t) w.r.t. such embedding vectors so that a true

triplet receives higher score than a false one / \
 KGE design rationale: Capture KG patterns Notation & Symbols

_ _ _ N * h: head entity * h: head entity embedding
o Symmetry, antisymmetry, inversion and composition | « 1 rejation e r: relation embedding
: : : e t:tail entity e t: tail entity embedding
 Applications of knowledge graph embedding |, 2T 2 e s et
o Knowledge graph completion * dy(h,t): the distance function
_ _ * True/positive triplet: (h,7,t)
o Question answering * False/negative triplet: (h',r,t), (h,r,t"), (h',r,t")

o Recommender system

e [1] T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction (ICML 16).
* [2] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

e [3] T. Dettmers, P. Minervini, P. Stenetorp, and S. Riedel. 2018. Convolutional 2D Knowledge Graph Embeddings (AAAI 18).
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Preliminary: Symmetric/Antisymmetric Relations

d Symmetric/Antisymmetric Relations
o Symmetric: e.g., Marriage
o Antisymmetric: e.g., hasChild

d Formally:

ris Symmetric: r(x,y) =2 r(y,x) ifvx,y

ris Antisymmetric: r(x,y) = —r(y,x) if Vx,y

e [1] T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction (ICML 16).
* [2] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

e [3] T. Dettmers, P. Minervini, P. Stenetorp, and S. Riedel. 2018. Convolutional 2D Knowledge Graph Embeddings (AAAI 18).
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Preliminary: Inverse Relations

dInverse Relations
o Hypernym and hyponym:

o Color is the hypernym (r,) of blue, and blue is the hyponym (r;) of color

o Husband (r,) and wife (ry)

d Formally:

ry is inverse to relation,: 1, (x,y) > (v, x)ifVx,y

e [1] T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction (ICML 16).
E * [2] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

e [3] T. Dettmers, P. Minervini, P. Stenetorp, and S. Riedel. 2018. Convolutional 2D Knowledge Graph Embeddings (AAAI 18).
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Preliminary: Composition Relations

J Composition Relations
o My mother’s husband is my father
o 17. hasMother, r,: hasHusband
o 13. hasFather

d Formally:

r3 is a composition of relation r;and relation r;:

r(x, V) Ar(y,2) @ r3(x,2)ifvx,yz

e [1] T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction (ICML 16).
* [2] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

e [3] T. Dettmers, P. Minervini, P. Stenetorp, and S. Riedel. 2018. Convolutional 2D Knowledge Graph Embeddings (AAAI 18).




@]
]
KnowCamg { e

KG Embedding Method #1: TransE

d Embedding space: Each entity and relation as a low-dimensional vector in R*

J Key idea: Relation r as a translation from the head entity h to the tail entity ¢
o Anideal/predicted tail entity: t,.4q=h+Tr

 Score function: fy(h,t) = —=d,.(h,t) = —||h + r — || [ Triplet: (h, 1, t) J
_ _  Embedding vectors: h, 1, t

d Distance function: d,.(h,t) = |[|h + r — t||

A

S

e [1] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

British

i
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“TransE: Training Process

J For each positive triplet (h,r,t) € S,

o Sample a set of corrupted triplets (h,7,t") € S’ 0 (h',7,t) € S' 11y

(. True triplet: (h,r, t) A
e Corrupted triplets:
 Learning: a margin-based ranking loss e (W, rt),(hrt), (N rt)
e y:the margin
N J

dMinimize L = Y, pes Z(h,,r,t,)esl(hmt max(y + d,.(h,t) —d, (h',t"),0)

)

Margin: gap should be at least y

e [1] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

i
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- TransE: Key Properties

J Pros

o Can model antisymmetric relations: h+r =t,butt+r # hifr +0
o Can model inverse relations:h+r; =t,t+rp, =h, ry = —n,

o Can model composition relations: r3 =ry + r,

J Cons

o Cannot model symmetric relations:h+r=t, t+r=h,thenr=0

e [1] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).

i
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Knowledge Graph Embedding: Summary

Model

Score Function

Symmetry

Antisymmetry

Inversion Composition

TransE [2]

—||h +r —t||

v/ v

DistMult [3]

<hrt>

ComplEx [4]

Re(< h,r,t>)

RotatE [8]

—||h®°r — ]

CIKIK X

K IXIS

X X
v X
v v

(Some) KGE models in recent literature:

TranskE ComplEx HolE ComplEx-N3
(Bordes et al., 2013) (Trouillon et al., 2016) (Nickel et al., 2016) (Lacroix et al., 2018)
o, O O Oo—O O O O >
RotatE

RESCAL
(Nickel et al., 2011)

DistMult
(Yang et al., 2014)

[1] M. Nickel, V. Tresp, and H. Kriegel. 2011. A Three-Way Model for Collective Learning on Multi-Relational Data (NeurlPS 11).
[2] A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS 13).
[3] B. Yang, W. Yih, X. He, J. Gao, and L. Deng. 2014. Embedding Entities and Relations for Learning and Inference in Knowledge

Bases (ICLR 15).

[4] T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction (ICML 16). *

[5] M. Nickel, L. Rosasco, and T. Poggio. 2016. Holographic Embeddings of Knowledge Graphs (AAAI 16).

ConvE

(Dettmers et al., 2017) (Sun et al., 2019)

[6] Tim Dettmers, Pasquale Minervini, Pontus Stenetorp, Sebastian Riedel. 2018. Convolutional 2D Knowledge

Graph Embeddings (AAAI 18).
[7] T. Lacroix, N. Usunier, G. Obozinski. 2018. Canonical Tensor Decomposition for Knowledge Base Completion

(PMLR 2018).
[8] Z. Sun, Z. Deng, J. Nie, and J. Tang. 2019. RotatE: Knowledge Graph Embedding by Relational Rotation in

Complex Space (ICLR 19).
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Rule-based Expert System

 Key idea: Apply rules iteratively to generate new facts

o New facts represent conclusions about the state of the domain given the observations
d Major components

o The inference engine

o The knowledge bases and rules

Inference Engine
(Rete0O0 / Leaps)

duction Pattern Working
emory > Matcher « Memory
(facts)

(rules)

\l

Agenda

e [1] H. Roth, F. Waterman, and D. Arthur. 1936. Building expert systems (Addison-Wesley 36).

i
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‘Inference Engine

 Brain of the reasoning system

4 Inferring knowledge by applying forward or backward chaining

o Forward chaining (data driven)
« Start with facts, determine applicable rules, and apply one
« Repeat until no more rules can be applied

o Backward chaining (goal oriented) :

- Give a goal, rules are applied by matching the goal to infer the answer

« E.g. (Alan Turing, wasBorn, ?)
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Path Based Knowledge Graph Reasoning |

 Logical rule reasoning
o Require given logic rules as input
 Path-based reasoning

o Involves traversing paths in a KG to infer new information

o Paths can be directed or undirected

Q000
Q000
Q0000 m
Q000
0000
d ([©000) Similarity metric

001@ (Path Vector)
J { ) | ] ]

I ! I ! I |
[©CC0) C0T0) ([CO00) 0000 — ([©000) 6009
USA

. isBasedn  _  located| In locatedin
Microsoft —— Seattle

(dummy_rel)
_ .

Washington

e [1] N. Lao, T. Mitchell, and W. Cohen. 2011. Random walk inference and learning in a large scale knowledge base (ACL 11).
* [2] H. Wang, H. Ren, and J. Leskovec. 2021. Relational message passing for knowledge graph completion (KDD 21).

e [3] W. Xiong, T. Hoang, and WY. Wang. 2017. Deeppath: A reinforcement learning method for knowledge graph reasoning (ACL 17).
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PRA: Reasoning with Random Walks

d Assumption: random walks — relational features 0—0—9—0
d Key ideas o—0—0—0
o Arelation path p = (R4, ..., R,) Is a sequence of relations = o—0—0—0
o Run random walk to derive many paths ¥ @ i
o Use supervised training to predict the score of triplet O o )
Path 1 Path 2 Path n Label
Query 1 Score 1.1 Score 1.2 Score 1.n yl
Query 2 y2
Query k Score k.1 Score k.2 Score k.n vk

e [1] N. Lao, T. Mitchell, and W. Cohen. 2011. Random walk inference and learning in a large scale knowledge base (ACL 11).
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Related works

O Rule based knowledge graph reasoning
o M. Richardson, and P. Domingos. 2006. Markov Logic Networks (Machine learning 16).
o W. Cohen. 2016. TensorLog: A Differentiable Deductive Database (arXiv 16).

o P. Cheng, P. Liu, P. Wang, P. Sun. 2022. RLogic: Recursive Logical Rule Learning from Knowledge Graphs
(KDD 22).

O [

O Path based knowledge graph reasoning

o H.Wang, H. Ren, and J. Leskovec. 2021. Relational message passing for knowledge graph completion (KDD
21).

o W. Xiong, T. Hoang, and WY. Wang. 2017. DeepPath: A reinforcement learning method for knowledge graph
reasoning (ACL 17).

o M. Qu, J. Chen, J. Tang. 2021. RNNLogic: Learning logic rules for reasoning on knowledge graphs (ICLR 21).

O
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Overview of Part |
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Why Mining Logical Rules?

 Goal: Extract general and meaningful rules that can be applied to new, unseen data.

d Advantages of mining logical rules

o Logical rules have the potential to generalize well
o Logical rules are explainable and understandable

HasOfficelnCity(New York, Uber)
CityInCountry(USA, New York)

Y = USA
X =Uber v
In which country Y
does X have office? HasOfficelnCountry(Y, X) € HasOfficelnCity(z, X), CitylnCountry(Y, Z)

R

HasOfficelnCountry(Y, X) ? — 7\
& HasOfficelnCity(Paris, Lyft) Y =France

CitylnCountry(France, Paris)

e [1] F. Yang, Z. Yang, W. Cohen. 2017. Differentiable Learning of Logical Rules for Knowledge Base Reasoning (NeurlPS 17).

i
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Inductive Rule Mining

 Process of inductive rule mining

o Rule generation: Use a rule mining algorithm to discover interesting rules from the dataset
o Rule evaluation: Assess the quality and relevance of the generated rules.

Appears_in_TV_Show(X,Y) « Has Actor(X,Y)

Appears_-in_TV_Show(X,Y) « Creator_of(X,U) AHas_Producer(U,V) A Appears_in_TV_Show(V,Y)

ORG..in_State(X,Y) + ORG._in City(X,U) ACity_Locates_-in_State(U,Y)

ORG..in_State(X,Y) < ORG._in_City(X,U) A Address_of PERS.(U,V) ABorn_in(V,W) A Town_in_State(W,Y)

PersonNationality(X,Y) « Born_in(X,U) APlace_in_Country(U,Y)

Person-Nationality(X,Y) « Student.of_Educational_-Institution(X,U) A ORG._Endowment_Currency(U,V)A
Currency-Used-in_Region(V,W) ARegion_in_Country(W,Y)

[1] M. Qu, Z. Zhu, J. Tang. 2022. Reasoning on Knowledge Graphs: Symbolic or Neural? (AAAI 22).
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“Neural LP

J Goal: learn logical rules with confidence scores (alpha)
a query (Y,X) <R, (Y,Z,) A--- ARy (Z1,X)

 TensorLog
o Reasoning by matrix multiplication
o Denote each entity as a one-hot vector
o Denote each relation as a matrix R: the (i, j)-entry is 1 if only if R(i,j) is a fact in KG
o During reasoning, for arule R{(X,Z) » R,(Z,Y)— R3(X,Y) and query R3(X,?)
- Computer Ry(X,Z) * R,(Z,Y) =aMpg, Mg, vy

« Retrieving entities whose entries are non-zeros as answers
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Neural LP: K ey ldeas

d From length 2 to length 1 :
o Ri(X,Z)" Ry(Z,Y) = Mg, Mg, vx —> R{(X,Z) " .."R(QY) = X, 0;[lxep, Mg, vx
1 Objective function of all entity pairs

S = Z (o (Ixep, Mg, vy)) , score(y | x) = v?s
I

T
max Score X) = max v o (T1 M vy
{a1,B1} {Xzy:} (Y ‘ ) {au,B1} {Xzy:} y (ZZ: ( ! ( ke B VLR )))

[ Differentiable rules

T |R|

o Exchange product and sum: ¥; o [1xep, Mg, — 112 M

t=1 k

o Now learning a single rule, each step is combination of relationships
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Neural LP: Key ldeas

[ Differentiable rules

o Now learning a single rule, each step is combination of relationships

T |R|

Recurrent neural H Z M,
network for T step Pl * —— First summation, then multiplication
Up = Vy
query ——| Controller Operators - X
- 1 t—
.‘" 1 w 0 — k T
Memory /\ =g M, ht _ update (ht—la illpllt) Ug Zk:at Mg, (Z; b u,r) forl1 <t<T
— | _ ay = softmax (Whg + b) T
-2 7 _ut K, _ T
e bt = softmax ([hg, el ht_l]Tht) ur+1 = Z_;)bT+luT
il 1M, _
1 0 N Box 1 Box 2

e [1] F. Yang, Z. Yang, W. Cohen. 2017. Differentiable Learning of Logical Rules for Knowledge Base Reasoning (NeurlPS 17).

i
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GralL: Subgraph Reasoning

] Observation
o Useful rules contained in the subgraph around query
(X,lives_in,Y) +
37.(X, spouse_of, Z)A(Z,1lives_in,Y)

d Key ideas:

o ldea 1: Apply graph neural networks (GNNSs) on the subgraphs
surrounding candidate edge.

o ldea 2: Subgraph reasoning avoids explicit rule induction.

o ldea 3: Ensure model is expressive enough to capture logical rules.

e [1] K. Teru, E. Denis, W.L. Hamilton. 2020. Inductive Relation Prediction by Subgraph Reasoning (ICML 20).

i
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GralL: Example

score

1. Extract subgraph around 2. Assign structural labelsto 3. Run GNN on the extracted
candidate edge nodes subgraph

e [1] K. Teru, E. Denis, W.L. Hamilton. 2020. Inductive Relation Prediction by Subgraph Reasoning (ICML 20).

i
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Roadmap

Part I: Knowledge Graph Reasoning: Basic Concepts and Techniques
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Preliminary: KGQA |

J KGQA definition
o Given: (1) a natural language question (2) the topic entity, and (3) a knowledge graph
o Find: a set of nodes of the knowledge graph to answer the question

J Multi-hop question (the focus of this part)
o Can be transformed to a path on KG

o Example: “what is the language of the film directed by Steven Spielberg?”
 Other types of questions

o One-hop question: “What is the genre of Interstellar?”

o Logic query: “Where did Canadian citizens with Turing Award graduate?”
o Many more

e [1] H. Ren, W. Hu, J. Leskovec. 2020. Query2box: Reasoning over Knowledge Graphs in Vector Space using Box Embeddings (ICLR 20).
* [2] H. Xiao, J. Zhang, D. Li, P. Li. 2019. Knowledge Graph Embedding Based Question Answering (WSDM 19).

e [3] A. Saxena, A. Tripathi, P. Talukdar. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using Knowledge Base Embeddings (ACL 20)




"~ “Key Challenge: KG Sparsity & Incompleteness

. J MELLIS

MARTIN

d Knowledge graphs are sparse & incomplete s 455

o Break of the reasoning chain
o Increase the length of reasoning path

1 Possible solutions
o #1: Use additional data e.g., text corpus
* But text not always available

o #2:Impose neighborhood limits
* But the answer might be out of reach.

e [1] A. Saxena, A. Tripathi, P. Talukdar. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using Knowledge Base Embeddings (ACL 20)

i
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- EmbedKGQA: Overview

J Key ideas

o -

Who acted in movies by x?

o Embeds question & the entities of the KG in a vector space
o Performs QA using these embeddings

] Benefits

o Deal with KG sparsity & incompleteness
o Bypass the neighborhood limits

e [1] A. Saxena, A. Tripathi, P. Talukdar. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using Knowledge Base Embeddings (ACL 20)
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EmbedKGQA: Details

(" what ) c

Question: What are the genres of movies written by Louis Mellis?

Answer : Crime
?’;’9 Question embedding
e
Question ’6‘
enres X
g — Embedding @) Lows Answer score
: Module \Q‘ Melhs
Louis €q 001
KMeIIis ) Y 0.3
e Gangster A
h | Answer Scoring | | No.t ga”gs —_ nswer | _ Crime
> Selection
¢(eh> €q, ea)

€a

3 v Y

Crime The
Departed

6.5 0.02

KG
Embedding > -
Module ( Gza,\r;gs;er H gangs ]

KG

OO0 [OO0]

v r
Crime The
Departed /

Entity embeddings

(o

(. N

e Find question embedding e, by FFNN

a Find entity embeddings by KG Embedding (ComplEx, See Part 1)
* topic entity e, and answer entity e,
Score question e, topic entity e, and answer e, (ComplEx)

* (eql €h, ea)
@ Select answer @ = argmax,¢(ey, ep, ) /

e [1] A. Saxena, A. Tripathi, P. Talukdar. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using Knowledge Base Embeddings (ACL 20)
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KG Completion vs. EmbedKGQA

J KGC (predict missing tail entity) J EmbedKGQA (answer multi-hop question)
o Problem definition o Problem definition
o Given: the head h, the relation r, and KG o Given: the question, its topic entity, and KG
o Predict: missing tail entity o Predict: missing answer entity
o How-to (see Part 1) o How-to
o Choose a score function £ (h, t) o Find question embedding e, by FFNN
o Find embeddings for all entities and o Choose a score function ¢(ey, ep, e,)
relations

o Find embeddings for all entities
o Predictthe tailentity f = argmax,f,(h,t) o Predict the answer entity & = argmax,$(eg, en, €q)

EmbedKGQA is essentially a KGC task to predict the missing tail entity, by
* Treating (1) the topic entity as the head entity, and (2) the question as a special type of relation
* Finding the question/relation embedding by FFNN (not via KG embedding)

e [1] A. Saxena, A. Tripathi, P. Talukdar. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using Knowledge Base Embeddings (ACL 20)

E ! . (Louis Mellis, ,?)
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Insight #1: KGQA can Help KGC

J Want to predict (A Song of Love, releaseYear, ?)

4

Hard to answer

@ Missing

Tailand Thai

hasTag\ _..A'--"""hasLanguage

The Love of Siam ——  Romance

direct hasGenre
V hasGenre

. direct
Chookiat Jean Genet — A Song of Love
Sakveerakul

1950 ‘_..--"""re|ease\(ear e

e Missing edge

"which years were all the films directed by Jean Genet released?”
Answer: 1950

mmmmm)  Predict: (A Song of Love, releaseYear, 1950)
Because Jean Genet directed “A Song of Love”
And Jean Genet only directed one movie in his life

e [1] L. Liu, B. Du, J. Xu, Y. Xia, H. Tong. 2022. Joint Knowledge Graph Completion and Question Answering (KDD 22).
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Insight #2: KGC can Help KGQA

 Question: “what is the language of the film The Love of Siam”

4 4

Hard to answer — Easy to answer —;
@ Missing @
Tailand Thai After completion Tailand Thai
T e———— «—
hasTag hasLanguage |:> hasTag hasLanguage
The Love of Siam ——  Romance The Love of Siam ——  Romance
; hasGenre ; hasGenre
dV hasGenre dV I hasGenre
i direct i direct
S;:kllric;l;laalful lean Genet — A Songrof Love S;:klzfzzl:;al«:[ul Jean Genet — A Songrof Love
1950 ‘.---""'..release\(ear 1950 ‘.---""'..release‘w’ear
=+ Missing edge ==+ Missing edge

e [1] L. Liu, B. Du, J. Xu, Y. Xia, H. Tong. 2022. Joint Knowledge Graph Completion and Question Answering (KDD 22).

i
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Theoretical Analysis

Main claim/insight: Knowledge graph completion is a special case of multi-hop

guestion answering.

d Knowledge graph completion: Pr(t |h, r »
. g g -p p . ( | 1) Calvirgigw‘do‘\g:gn
 Multi-hop question answering: *

Nationnality-1 /‘\SpeakLanguage

o Pr(t|h,r,ry, .., 1) =Pr(a;| h, ) Pr(ay |a;, 1) ... Pr(t|a,-1, 1) © -O -

United_States Taylor_Swift English

d Maximize Pr(t |h, ;) — maximize Pr(t |h, r{, 15, .., T;)
. . Nationnaiiy gpeald 219 > O
d Maximize Pr(t |h, 1, 15, .., 1) — Pr(t|h, ry) O\O/

1 Question: whether can jointly perform KGC & KGQA in a mutually beneficial
way?

e [1] Apoorv Saxena et.al. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using Knowledge Base Embeddings (ACL 20)
E * [2] Antoine Bordes, Nicolas Usunier, Alberto Garcia-Duran, Jason Weston, Oksana Yakhnenko. 2013. Translating Embeddings for Modeling Multi-relational Data(NIPS 13).
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BiNet: Key Ideas

J Question #1: How can KGC help KGQA

J Our solution: Share latent features

o Formulate it as a multi-task learning problem
o Pre-train embedding by KGC

o Multi-hop KGQA and KGC

« Share the embedding space and the answer scoring module
« Automatically share latent features and reinforce each other

o)

Output Score

€1 € €3 & E’nl

Shared by KGC and KGQA <

Answer Scoring

T
b o ?.

.‘0

o oo :‘0

A J

Shared Embedding

Pre-train Embedding by KGC
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BiNet: Key Ideas

J Question #2: How can KGQA help KGC

d Our solution: Path based completion
o Transform the natural language question to a path in the knowledge graph

o Complete the knowledge graph according to (v, P, a)
« v :topic entity in the natural language question

P :the path ' )
« a:the answer P ( ) = S o’
r \ o
Encoder-Decoder 2 ® ( ]
P A4 44 44y 3o ."
[CLS] what films did [NE]act in? <s> ® ‘. o ¢ R

Or surface form of (h, r, t) (optional) oo Bl

Pre-train Embedding by KGC




e

BiNet: Model Overview

J Partl (Path Decoder): Using an Encoder-Decoder model to transform the natural
language to a path P

) Part2 (Answer Scoring): Using P to complete the knowledge graph. Finding k answer
candidates by the answer scoring module

 Part3 (Answer Refinement): Re-rank answers by Transformer Encoder

Partl
P[ T T ]_

Path Decoder

h 000000

¢ t
Question Encoder

+

£ 444444

[CLS] what films did [NE]act in? <s>

KGQA: Final Output

3333333333

Shared Embedding

Or surface form of (h, r, t) (optional) Pre-train Embedding by KGC

e [1] L. Liu, B. Du, J. Xu, Y. Xia, H. Tong. 2022. Joint Knowledge Graph Completion and Question Answering (KDD 22).

i
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BiNet: Experiment

J MetaQA: Question answering accuracy

50% KG 30% KG
Model MetaQA-1 | MetaQA-2 | MetaQA-3 | Avg | MetaQA-1 | MetaQA-2 | MetaQA-3 | Avg
GraftNet 64.0 52.6 59.2 58.6 48.4 48.4
PullNet 65.1 52.1 59.7 59.0 - - - -
KV-Mem 63.6 41.8 37.6 47.7 44.7 44.7
EmbedKGQA 83.1 91.8 70.3 81.7 77.7 81.2 69.0 76.0
|:> BINET 84.2 92.8 75.9 84.3 77.8 86.4 74.3 79.5

[ Observations
o An average advantage of 2.5% on 50% KG and an average advantage of 3.5% on 30% KG
o For sparse KG, BiNet outperforms baseline more
o For longer path questions, BiNet outperforms baselines more

e [1] L. Liu, B. Du, J. Xu, Y. Xia, H. Tong. 2022. Joint Knowledge Graph Completion and Question Answering (KDD 22).
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ConvQA over Knowledge Graphs

An example

J Key challenges [

o Short, incomplete questions

Q1: When was Avengers: Endgame —
released in Germany?

B!

?{ A1: 24 April 2019

&

| Q2: What was next from Marvel?

o Implicit context

-,

n—{ A2: Spider-Man: Far from Home

-

e
‘ Q3: Release date? J/

[ Q4: Who played Spider-Man? J/

B!

x:{ A3: 4 July 2019

&

«-4 A4: Tom Holland J

L

" —:__T.F""

[ Q5: And what about his girlfriend? J’

% s

{AE:

-

e [1] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21)
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Realistic Conversation

New intent:
D Ch al I en g es Q1: When was Avengers: Endgame
released in Germany?
o Short, incomplete questions % Af: 24 April 2019 ] Now intent
O ImpIICIt context L Q2: What was next from Marvel?

A2: Stan Lee ] Reformulation:

W Learn from conversational stream

[ Q21: | mean, what came next in f
o Reformulation = Wrong answer { the series?

A21: Marvel
Cinematic Universe Reformulation:

Q22: The following movie in the
Marvel series?

o New intent = Correct answer

A22: Spider-Man: }

Far from Home New intent:

[ Q3: Release date?

e [1] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21)
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Conquer: Key ldeas

d Key ideas: Reinforcement learning
o Multiple agents
o Rewards based on implicit feedback in form of question reformulations

o Reformulation predictor: classify the follow-up question as a reformulation or new intent

D A r‘ C h I teCt u r e Q1: When \.Nas Avengers: Endgame released in Germany?
Al: 24 April 2019

Q2: What was next from Marvel?

WIKIDATA

ordina )
é [ publication date H 26 April 2019 ‘

el
Universe [ place of publication H Germany ‘

e [1] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21)
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Conquer: Context Entity Detection

J Goal: Find entities relevant to current question and its conversational context

 Context entities will be start-points for the RL walk
 Get initial entities from first complete question via NED tool

Q1: When was Avengers: Endgame Spider-Man: Captain
released in Germany? Far from Home Marvel
Al: 24 April 2019

Q2: What was next from Marvel? [ followed by ] follows

series *(-@

A
©

Marvel Cinematic
Universe

e [1] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21)
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Conquer: Path Prediction

[ Goal: Predict for each agent which path it should take

] Idea: MDP

o States: current question, context entity, conversation history (optional)

o Actions: all outgoing paths from the context entity node

o Rewards: 1 if next question is a new intent, -1 ifitis a reformulation

| |

Spider-Man:
Far from Home

S, | Agent Environment

Captain
Marvel

followed by

part of the
series

follows

I

@ ngers: Endgame

Marvel Cinematic
Universe

|

21

e [1] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21)
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Conquer: Answer Generation

[ Take top actions and rank them

J Main ranking criterion: prediction score from policy network, boosted if several
agents arrive at same answer entity

@@ Spider-Man: Captain
Far from Home Marvel

[ followed by ] [ follows J

Marvel Cinematic @
Universe

e [1] M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question Answering over Knowledge Graphs (SIGIR 21)
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Disadvantages of RL-based ConvQA Model

 Paths are very similar, hard to distinguish

J Reward is sparse

o Hard to train S
/
Il | |
,,,, #
‘f ~~~~~~ u ’f’ ________
u \\ i i
N i i
T8N o e |
‘ \\:‘ l ) . b ..... !.-------:
~
“ \\\‘. . .
\ | e (o =T I
\ =\ C
. r---""i
I ~ i :
Ll I ----- ™ I :
! i

e [1] E. Kacupaj, K. Singh, M. Maleshkova, J. Lehmann. 2022. Contrastive Representation Learning for Conversational Question Answering over Knowledge Graphs (CIKM 22)

i
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- PRALINE: Key Ideas

 Contrastive representation learning approach to rank KG paths for retrieving the
correct answers effectively

o Positive: paths leading to correct answers

 Enrich the learning process by incorporating

Domain
. . . Knowledge Graph Paths
o The entire dialog history o -~ (ﬁ) ~
o Verbalized answers N\ A
. . . travel in the bok < /;ﬂ\- @
o Domain information ot e E{\@:‘?/ ot

joint embedding for
»| | contrastive learning \

2]/ Tta aly, In d , Indon
n the book Eat, Pray, Love
the main character tr mrels
Ttaly, India and ]:ndon

The
follow up book?

sasuodsau wen|4

\

i
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Step #1: Preprocessing

 Given the conversation history and current question, extracting candidate paths

 Treat each path as a sentence, learn path embedding by BERT

1. Preprocessing / Extracting Paths & Representations

KG Paths
AN
|::> HP
<117
BERT
Domains
Books
':||> (dm)
Soccer h
: -
Music

e [1] E. Kacupaj, K. Singh, M. Maleshkova, J. Lehmann. 2022. Contrastive Representation Learning for Conversational Question Answering over Knowledge Graphs (CIKM 22)
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Step #2: Learning Conversational Context Information |

 Context embedding
o Utilize a BART model to encode both the conversation history and question at each turn
 Verbalized answer

o Using a BART model to generate the verbalized answer for each entity answer

2. Learning Conversational Context 3. Contrastive KG-path Ranking
/ Generated Response w“@\ / \
h™ Sequential Sequential
[ BART Decoder J Network pe & Network
h(enc) & §
Domain Pointer =~ N> <«
Ani
[ BART Encoder J joint

? / e K embedding /

_Ceq .
Conversational history - Question

e [1] E. Kacupaj, K. Singh, M. Maleshkova, J. Lehmann. 2022. Contrastive Representation Learning for Conversational Question Answering over Knowledge Graphs (CIKM 22)
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Step #3: Contrastive KG-path Ranking

 Given a batch of (conversational context, KG paths) pairs during training
o Learn conversation context embedding + domain embedding by Step #2
o Learn path embedding by Step #1

o Maximize the similarity between the correct pairs while minimizing the similarity for incorrect

pal IS 2. Learning Conversational Context 3. Contrastive KG-path Ranking
/ Generated Response w@\

h™ Sequential Sequential

‘ BART Decoder 1 Network & & Network

h(enc) é
Domain Pointer | =1 > \— l LA
Arice
| BART Encoder | joint

? / pere k embedding /

_Coeq .
Conversational history - Question

e [1] E. Kacupaj, K. Singh, M. Maleshkova, J. Lehmann. 2022. Contrastive Representation Learning for Conversational Question Answering over Knowledge Graphs (CIKM 22)
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PRALINE: Experiment

] Observations

o Evaluate PRALINE on two relevant datasets: ConvQuestions and ConvRef

o Outperform all other baselines

o Good performance on different domains

Dataset ConvQues. ConvRef
Model P@1 H@5 MRR P@1 H@5 MRR
CONVEX [10] 0.184 0.219 0.200 0.225 0.257 0.241
CONQUER [20] 0.240 0.343  0.279 | 0.353 0.429 0.387
OAT [28] 0.250 - 0.260 - - -
Focal Entity [23] | 0.248 - 0.248 - - -
PRALINE 0.292 0.529 0.398 0.335 0.599 0.441

0.8 A
0.6
0.4 A
0.2 A

0.0

0.8 A
0.6
0.4 A
0.2 A1

0.0

0.561

0.578

0.457

Hits@5 Hits@10

o)

0.405
0.467
0.739
0.815
0.492
0.546

oVie s

T T T
Musie Boo Soc,

S
ConvQuestions

0.567

0.625

0.545

0.659

0.495
0.566
0.835
0.564
0.596

T
Movie,

T
v Serjg,

Ccer
ConvRef

H@5 and H®@10 ranking results.
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Why study logical queries

For natural language queries, a neural model should
* Understanding natural language.
* Producing desired answers with knowledge graphs.

For logical queries, a neural model focuses only on
* Reasoning with knowledge graphs.
e Connection: A simplified version where natural language is fully understood.

Natural Language:
Find non-American whose movies Golden Globes or Oscars.
Logical Query:
q=y3x.( (x4, GoldenGlobes) v (x4, 0scar)) A = (y, America) A (v, x1)

Problem setup:
* Alogical query, usually in Existential First Order (EFO) (well-studied in the database literature).
* An observed K G,, could be incomplete and noisy. (more complex KGs will be discussed later)
* An enriched K G,, could be completed by link prediction (h,7,?)

[ ]
KnowComp



[ ]
KnowComp

Background: Query syntax

Natural Language:
Find non-American whose movies Golden Globes or Oscars.
Logical Query:
q=y3x.( (x4, GoldenGlobes) Vv (x4, Oscar)) A = (y, America) A (v, x1)

Syntax of Existential First Order (EFO) query family
(organized as Unions of Conjunctive Queries (UCQ))
. An UCQ query is represented as the disjunction of conjunctive queries,

UCQ(Y; X1, .., X)) = \/ CQ;(y; X1, s X)

j=1,..,.N
y is the variable of our interest.
x;are existential variables that we don’t need to find out.

y3 x1. ( (x4, GoldenGlobes) A — (y, America) A (y, xl)),>

; x) = SetUnion
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Background: Query syntax

Syntax of Existential First Order (EFO) query family
(organized as Unions of Conjunctive Queries (UCQ))
*An UCQ query is represented as the disjunction of conjunctive queries,

UCQ(Y; X1, v\ Xp) =\/_ ) NCQj(y;xl,...,xn)
j=1,..,

* Each conjunctive query is the conjunctive of atomic formulas,

CQi(y; x1, ey Xy) = y.3x4, ..., Elxn./\ ajx
k=1,...,Mj

y3 x1. ( (x4, GoldenGlobes) A — (y, America) A

* | Each atomic formula is aj;, = 1(ts, t,), or aj, = —r(ts, to),
* where 7 is the binary relation in KG,
* t;andt, are the subjective/objective terms, respectively,
* Each term is either an entity or variable (y, x4, ..., x;).

(yr xl))

[ ]
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Background: Query Semantics

Answer set
e A={a€&Q(y=a;xq..,x,) = True}.
* Depends on the semantics of the substitution Q(y = a; x4, ..., X;,).

q(y; x1) = yI x;1.( (x4, GoldenGlobes) V (x4, Oscar)) A — (y, America) A
q(v = a;x1) =3 x1.( (x1, GoldenGlobes) Vv (x4, 0scar)) A = (y = a, America) A

Q: How to evaluate Q(y = a; x4, ..., X,)?
A: Evaluate the expansion, reduce to the model checking problem

\/. x4, ..., Elxn./\ ajk|
j=1,..N k=1,.,M; y=a

Then, it eventually depends on each atomic formula aj.

* In the database setting (Answer set 4,):
* r(s,0) = Trueif and only if (s,r,0) € KG,, which is traversal on observed KG.

* In our setting, with enriched knowledge (Answer set A,):
* r(s,0) = Trueifand only if (s,r,0) € XG,, where K G, is enriched.

(yr xl)
(y = a, xl)

[ ]
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The setting of our interest

Query

Observed KG

knowledge

How to enter the
zoon of incomplete

ga Query Engine

\ 4

[ ]
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Strategy |: completion and search

KG Completion

n
»

Query

Observed KG

[ ]
KnowComp

Query Engine >

N
>

Query Engine >

Zihao Wang, CSE, HKUST, zihao-wang.github.io
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Fuzzy Inference with Truth values

Calculate the estimated truth value TV defined with fuzzy logic.

Tools for estimation:
* Alink predictor f(h,r,t) € [0,1], evaluating atomic formulae TV [a] = TV(r(h, t))
A t-norm T for conjunction

* TV (y =a) A g (y = a)] = TV[g:(y = &)]TTV[q,(y = a)]
A t-conorm L for disjunction (paired with T)

Godel t-norm
* aTb=min(a,b)

* TVlgi(y =a) Vg, (y =a)] =TV][q:(y = a)] L TV[q,(y = a)]  alb=max(a b)
 At-conorm L™ for existential variable Product norm
* Alogical negator TV|[—a] = 1- TV|a] ©aTb=ab

e alb=a+b—-—ab

[ ]
KnowComp



Fuzzy Inference with Truth values

Then, the evaluation problem goes
TV[Q(y = a;xq1, ) Xp)]

=TV \/ dx4, ...,Elxn./\ ajk‘
.Y j=1..N k=1,..,M;

j y=a

b

_ k

Zihao Wang, CSE, HKUST, zihao-wang.github.io
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Fuzzy Inference with Truth values

* When L™ is a Godel t-conorm, the original inference problem
TVIQW = @] =Lieyes - Linmenee it Thoton, TV |ai] |

becomes a search problem
TVIQW =@l = max | Lisy.w Thesn, TV |ai] |

X1,-4XnE€E

* The complexity of this problem in general grows exponentially with
respect to the number of variables
* More discussion can be found in Yin et al, ICLR’24

Yin, H., Wang, Z., & Song, Y. (2024). Rethinking Complex Queries on Knowledge Graphs with Neural Link Predictors. In The Twelfth International Conference on Learning Representations.
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A simpler case of the inference problem

Remarks

e The search problem can be drastically simplified when the query graph (nodes
are variables, and edges are atomics) is a tree.

* each existential variable is removed by 0(|€]?).

* The overall complexity is linear to the number of variables.

e Search on DAGs is by Bai et al., ICML 23

* The beam search version on DAGs is by Arakelyan et al., ICLR’21

Answering Complex Logical Queries on Knowledge Graphs via Query Computation Tree OptimizationY Bai, X Lv, J Li, L Hou ICML 2023
Complex Query Answering with Neural Link Predictors E Arakelyan, D Daza, P Minervini, M Cochez International Conference on Learning Representations (ICLR) 2021

Zihao Wang, CSE, HKUST, zihao-wang.github.io 12



https://scholar.google.com/citations?view_op=view_citation&hl=en&user=E6cma10AAAAJ&citation_for_view=E6cma10AAAAJ:KlAtU1dfN6UC
https://scholar.google.com/citations?view_op=view_citation&hl=en&user=JuZrOtoAAAAJ&cstart=20&pagesize=80&sortby=pubdate&citation_for_view=JuZrOtoAAAAJ:ns9cj8rnVeAC

(o]

Search in the continuous space

The search problem
TV[Q(y =a)] = max J.j=1,...,N Tk=1,...,MjTV [ajk‘yza]

X1, Xn€E
is defined over the discrete set £.
A continuous relaxation put x4, ..., x,, in the embedding space X

TV[Q(y = a)] = max Li=1,..N Tk=1,...,MjTV [ajk‘yza]

X1, X0 EX
* The optimization objective is differentiable because
e T,L,andTV lajk|y=a] are differentiable.

e This problem can be solved via gradient ascend

* A quick version to get optimal x4, ..., X,

X1, Xn EX,VEX j=1,..N ' k=1,..M; []k]

Arakelyan, E., Daza, D., Minervini, P., & Cochez, M. (2021). Complex Query Answering with Neural Link Predictors. In International Conference on Learning Representations.

Zihao Wang, CSE, HKUST, zihao-wang.github.io

13
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Learning to optimize in the continuous space

Can we skip the gradient ascend?

* Consider the conjunctive queries

max Tg= TV|a;
xl’".’xne‘x‘,yex k—l,,MJ [ ]k]

* This conjunctive queries can be considered as a query graph
* Logical form: yax.r(a,x) A =1y (b,x) A1r3(x,y)
 Optimization form: max f(a,r, x)T|[1 — f(b, 1, x)|Tf(x,13,y)
X,y

* Or the graph in the right. a B. TN

[ ]
KnowComp
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Learning to optimize in the continuous space

Optimize Learning to optimize
Goal: optimize the embedding of x, y Goal: estimate the embedding of x, y
Method: neural network forward pass

Method: gradient ascend New design problem of NN akin to the
optimization process

n;gxf(a; Tl,X)T[]. T f(br TZ,X)]Tf(.X', T3, y)

Zihao Wang, CSE, HKUST, zihao-wang.github.io 15



Learning to optimize in the continuous space

Optimize the local objective in each edge (atomic formula) with closed-form
solutions, instead of the global objective:

n;clglx f(a Tl,X)T[]. f(br Tz,X)]Tf(X, I3, y)

* One-hop inference problems a @ "
* p(h,r,h2t,0) := max f(h,1,x) s
e p(t,r,t2h,0) := m;le(x, r,t) ) X y
* p(h,r,h2t,1) := m;lxl — f(h,1,x) p B 2

e p(t,r,t2h,1) :=max1 — f(x,r,t)
X
* p(entity, relation, direction, negation) is a message function
* Closed-form p can be found for many link predictors.

Wang, Z., Song, Y., Wong, G. Y., & See, S. (2023). Logical message passing networks with one-hop inference on atomic formulas. ICLR’23.

[ ]
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Learning to search in the continuous space

: : : ,11,h2t,0
The GNN design: Logical Message Passing Neural Networks a plam )
T
* GNN layer: Message function p + MLP update p(x,7y,t2h,0) S @7’3» h2t,0)
3 R
Number of GNN Iayer§ = diameter of the query graph (e 2,1 T2/ 2 s

* Reuse the same MLP in all Iayc'ers , @ p(y,73,t2h, 0)

* Able to match various query size (b, 7y, h2t,1)
* Initialization

* Entities: pretrained KGE GNN end-to-end Training

» Existential variables: a special token Loss function: noisy contrastive estimation:

* Free variable: another special token L = —log gcos(v.a)
v The embed. of x, y are estimated by passing GNN layers. ecos.a) + 3, ecos(v.eic)

Zihao Wang, CSE, HKUST, zihao-wang.github.io 17

Wang, Z., Song, Y., Wong, G. Y., & See, S. (2023). Logical message passing networks with one-hop inference on atomic formulas. /ICLR’23.



Strategy II: end-to-end training

Observed KG

Query

Inference

Training

ga Query Engine

[ ]
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What to neural

ze’?
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Presentation Model type Example Logic Modules
Linearization into string Sequence models Transformer Weak
Graph of terms and predicates Graph models GNN Mid
Process of execution Neural Set Operators Query Embedding Strong
Natural Language:
Find non-American whose movies Golden Globes or Oscars.
Logical Query:
q=vy3x.( (x4, GoldenGlobes) V (x4, Oscard)) A — (y, America) A (y,x1)

GoldenGlobes

Oscars

Q .

America Q >

L4

A 4

U
U —>
N
Answer Set ¢
C J () @

Set Operators

set operations

set union
set intersection

set complement

set projection

19



{oen)

" The design space of neural set operators

[ ]
KnowComp

Concept Definition Comment
Entity set E The entity set in KG
Relation set R The relation set in KG
Set embedding space X Embedding space [To design]
Set embedding lookup Ex:E-» X Singleton set embedding
Entity embedding space Y Embedding space [To design]
Entity embedding lookup Ey:E-TY Entity embedding

Set intersection
Set union
Set complement
Set projection

Scoring function

XX XXX
U:X XXX X
C:X»X
P XXReH X
sS:XXY»R

Binary or N-ary [To design]
Binary or N-ary [To design]

Replaceable with set difference [To design]
One-hop link prediction [To design]

How much an entity is in a set [To design]

Converting to computational tree
makes it possible to model
set operations with neural

networks
Set Operators
. set operations
U set union
N set intersection

C

o> set projection

set complement

Zihao Wang, CSE, HKUST, zihao-wang.github.io

Wang, Z., Yin, H., & Song, Y. (2021). Benchmarking the combinatorial generalizability of complex query answering on knowledge graphs. NeurlPS 2021, Dataset and Benchmarks.

20
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A IpcAl Symptom Disease Treatmqn't

- An example of set operation @ ;

KnowComp

Logical query in Logical query in

natural language formal language

What is the common
symptom of diseases Vo.ry(Vo,dy) Ary(Va,dy)

o ” o ”
? 0
d,” and “d,"" Set Intersection

54 @ e

5! 5! Traversal on the knowledge graph
11— - Thecomputational DAG
dy || Ex(dy) P(_ri")
IC_ ) < Ey(sk) || Sk
1. Computation of query embedding: da|| Exy(dy) P(_rY
4. -)
9 =1 (P(Ex(dy), i), P(Ex(da),17%)) 5 0
2. Rank entities by S(f/, Ey (Sl)), 3(37, Ey (52)),... o

@)
) @)



Examples in R%: Vector

GQE (Hamilton et al., 2018) MLP: multi-layer perceptron

W: a permutation invariant operator

Definition Comment W' a matrix
Y 7 € R R,.: a matrix indexed by relation r
Y a € R? Neural operations do almost everything
X XXX X 1(qy..,q,) = WP(MLP(qy), ..., MLP(q,,))
UX X XXX UCQ equivalent forms
C:X»X NA
P XXRHX P(q,v) =R.q
q'a
wAxY-R @) = o lal

Hamilton, W., Bajaj, P., Zitnik, M., Jurafsky, D., & Leskovec, J. (2018). Embedding logical queries on knowledge graphs. Advances in neural information processing systems, 31.
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Example in R%: multiple vector

Query2Particles (Bai et al., 2022)

Definition Comment
X Multiple vectors in R%
Y R?

[ X XXX X
U: X XXX X
C: X » X
P XXRvH X

SIX XY R

A; =self-attn(P;)
Piy1 =MLP(4;)
Merge Particles
A; =self-attn(FP;)
P11 =MLP(4;)
Ai=(1-Z) @PL+Z®T
P(q,r) = self-attn(4;)

max < p;k), a >

s(q,a) = k=1,23,..,K

[ ]
KnowComp

Because of multiple particles describe
one set, then we can describe the set
union in a natural way.

Meanwhile, it enables many advanced
neural network architectures

Such as

* self-attention

* QGates

Gated Transition for customizing the directions
of transitions for each vector in particles:
Ai=(1-Z) OP+Z0OT
Here Z is the update gate, and T is
transition for each particles. They are
computed from P; and the relation
embedding e, for relation [

Bai, J., Wang, Z., Zhang, H., & Song, Y. (2022, July). Query2Particles: Knowledge Graph Reasoning with Particle Embeddings. In Findings of the Association for Computational Linguistics: NAACL 2022 (pp. 2703-2714).



) Mﬂf{
Example in Geometric regions
Query2Box (Ren et al., 2020)
Definition Comment
X q is a box in R4
Y a € R4
a = 1(q1, -, qis -, qn)
LX XXX X ¢! = Ya;c%, a; = softmax;—, _,(MLP(g;))
w! = min{w, ..., wIn}g(Deepset(qyq, ..., ,))
UX X XXX ucQ
C:X »X NA
P XXRw- X Box(cP(@m), wPam) = Box(c, + ¢, wy + wy)
s: X XY R s(q,a) =y — distoursiae(q, @) — adistingiae(q, a)

Training objective L(q) = —log a(s(q, a)) — ijl,.__,k%loga (S(q, ej_))

Ren, H., Hu, W., & Leskovec, J. (2020). Query2box: Reasoning over knowledge graphs in vector space using box embeddings. arXiv preprint arXiv:2002.05969.

[ ]
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Natural abstraction of set intersection

q; = (¢, wi)

q; = (CI;WI)

qz — (qu’ WqZ)
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Example in Probabilistic distributions

Q: How to model the set complement?
A: Use inductive bias of probability families
» P.d.f. of Beta distribution Beta(a, )

Betak (Ren and Leskovec, 2020)

Definition Comment

Mla+p) ,_ B
X q=(al,Bl, .. al,Bl) € [0,00)2 foca,B) = F(a)l“(ﬁ)x 1(1 — x)f-1
Y a € [0,0)%¢ where I'(x) is the Gamma function.

» Set embedding: d Beta distributions.
I(qlt ey Gy ey qn) = Z aiq;,

X XXX X

i 10 1 —— Beta(0.5, 0.5)
a; = softmax(NN(qi)) e
U: X XXX o X uca
C:X X c(q) =1/q :
P:X XR o X P(q,7) = MLP.(q) £
s X XY e R s(qa) =y - Z KL (B(af, 67)1B(af, 7)) .
i=1""’d 0:0 0.‘2 0.‘4 0.‘6 0.‘3 l.IO

Ren, H., & Leskovec, J. (2020). Beta embeddings for multi-hop logical reasoning in knowledge graphs. Advances in Neural Information Processing Systems, 33, 19716-19726.



Can “embeddings” also be logical aware?

* Amatrix M, , = TV(q(y = a)) records everything we need.
where q is an arbitrary query and a is an entity.

s(q,a) = Mq,a
* M, , looks large

« MAtomic fo finite positive atomic queries (h, r, ?) are necessary
e Other rows can be generated by fuzzy logic inference (we’ve introduced in FIT)

* Low rank decomposition of Mat"mic..
Mél’lélOmlC ~ C_I)Tc_l)
* g7 € R% is the query embedding of an atomic query g(y) = r(e, y).

* Any atomic query can be written as g(y) = r(e, y) by allowing reverse relation.

[ ]
KnowComp
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Matrix decomp. leads to element-wise fuzzy logic ops

Low rank (rank d) decomposition of Mtomic

Mccll’télomlc ~ C_[)Tc_l)
* ¢ is the query embedding
* dis the entity embedding
If we further assume that
- g €[0,1]¢,d € [0,1]¢
* t-norm is linear, for convenience we consider Godel t-norm

Let g4, g, be atomic query, and godel norm, then
T—> . . —T 5> —T > . —T T —
Mg ngpa =01 NGz A=Mg, o TMg, 4 = mln(Mqlla, qu,a) = mln(ql a,q, a) =min(q; ,q; )

Conclusion:

g1 Nqy = min@,i_g’) =i_:1Tq_i
41V qz = max(qy,qz) = 41 L q>
“1=1—q
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From vector to Fuzzy vector

FuzzQE (Chen et al., 2022)
Definition Comment
X g € [0,1]¢
Y a € [0,1]¢
XX XXX 1(q1, -, Qi - qn) = q1 T ... Tqy
U:X XXX X Ulqq,-rqi rqn) =q1 L - L g
C: X »X Clg)=1—gq
P XXR-»X P(q,r) = MLP.(q)
s: X XY R s(q,a) =qTa

Chen, X., Hu, Z., & Sun, Y. (2022, June). Fuzzy logic based logical query answering on knowledge graphs. In Proceedings of the AAAI Conference on Artificial Intelligence (Vol. 36, No. 4, pp. 3939-3948).
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From fuzzy vectors back to geometric region

Global Transport Global Transport
* Query2Box and
WFRE (Wang et al., 2023) -ConE
Region in R 7n: transport radius Distributions in R
_— e
Definition Comment | > 1 2 3 1 2 3
X q = [O 1]d + = dglobal dwrr = dglobal +
Y a € [0,1]¢
II_:)JgCX XX 1(q1, w0y Qi s Q) = @1 T ... Tqy WFR (Wasserstein-Fisher-Rao) distances
combines
U: X XXX 1. “geometric” intuition such as box in 1D
ulqy, ..., q;, ..., = 1 -1
= X (a1 o In) = 1 e 2. The element-wise comparison
C:X > X C(g)=1—q So that it supports both good intuition and
P XX R s X P(q,7) = MLP.(q) fuzzy logic t-norms
S: X XY R s(q,a) = ConvWFR(q, a)

Wang, Z., Fei, W., Yin, H., Song, Y., Wong, G. Y., & See, S. (2023). Wasserstein-Fisher-Rao Embedding: Logical Query Embeddings with Local Comparison and Global Transport. ACL 2023.
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Summary of systems of neural set operations

Query representation

* A natural decomposition for
combinatorial generalizability.

* The choices of operators can vary.

» Several equivalent forms exist.

* More details of such systems and how

different choice affects the

performance can be found in Wang et
al., (NeurlPS’21)

Grounded Level

Abstract Level

EFO-1 queries are generated
by the grammar (Appendix A)

(Section 3.2)

EFO-1 Formula (Original) — Normal Forms (DNF+MultilUD)

(i,(n, (P, (p,(e)))),
(p, (us(p,(e)),
(p,(e)))))

(u, (D, (p, (P (e)))s (Py(ps(e)))),
(D, (p,s(p,(e))), (p,(ps(e)))))

backward grounding the p, e ops

{o:i, a:[{oin, a:{o:p, a:[[169],

{o:p, a:[[277],

{o:p, a:[[168],
{ote, a:[2711]}1}]1}}.

{o:u, a:[{o:p, a:[[7],
{o:e, a:[6724]}1},
{o:p, a:[[276],
{o:e, a:[8671]}1}]1}1}]1}

Answer set by query the KGs

/ Different choice of operators

Parametrized Ops Set
ifn/lu p e

Computational Graph
Section 3.3

backward propagation
n<p+<p

_‘r-i_I »poe]
p<u
N b <{e)

forward inference

Evaluation

JSON-like grounded query on KG (Appendix D)

= Protocol -

(Section 3.4)

Benchmarking the Combinatorial Generalizability of Complex Query Answering on Knowledge Graphs Z Wang, H Yin, Y Song 35th Conference on Neural Information Processing Systems

(NeurIPS 2021 dataset and benchmark)

30


https://scholar.google.com/citations?view_op=view_citation&hl=en&user=T28rR00AAAAJ&citation_for_view=T28rR00AAAAJ:_FxGoFyzp5QC
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Summary of systems of neural set operations

e Design of embedding spaces
* Intuitions are essential for parameterization.

* Many intuitions from KG embeddings also apply, pointing to many recent
works.

* Training and inferences

* Inference is efficient; it can be done with almost constant data complexity
* Because neural operations are usually in fixed dimensions.
* Nearest Neighbor lookup can be sped up.
* Training is standard by negative samples.
* Recent works about meta-learning have helped to improve generalizability.
» Key takeaway: Don’t consider meta models; consider meta operators. (Yin et al., 2024)

Yin, H., Wang, Z., & Song, Y. (2024). Meta Operator for Complex Query Answering on Knowledge Graphs. arXiv preprint arXiv:2403.10110.

[ ]
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Theoretical concerns:

* What queries are we solving?

 Strategy | (completion and search):
» Existential First Order (EFO).

 Strategy Il (end-to-end learning, neural set operator):
* “The queries that can be expressed in Trees”, let’s call it Tree-Form (TF) query.

Is TF the same as EFO ?

Zihao Wang, CSE, HKUST, zihao-wang.github.io 32
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“The queries that can be expressed in Trees”

To formal define TFQ, we should Let T be the set of all TFQs, then
describe logical queries that expresses
* Satomic €T

* Atomic query (h, 1, ?) o If $(2) € T, then

Set projection 3z.¢(z) Ar(z,y) €T
Set complement * If ¢ € T, then

* Set int-ersection —d(Y) ET
* Set union * If ¢, € T, then
P(Y) N P(y) €T
PV P(y) €T
- Note *: the existential variables in ¢ (y)
O O y and ¥ (y) are assumed to be not

. O shared.

Yin, H., Wang, Z., & Song, Y. (2024). Rethinking Complex Queries on Knowledge Graphs with Neural Link Predictors. In The Twelfth International Conference on Learning Representations
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Tree-form query

Let T be the set of all TFQs, then
* Satomic ={r(h,y):reR,heE&} €T
h is an entity, y is a variable

* Ifg €T, then
oY) ET

* Ifp,yY € T, then
PN YY) ET
PV YY) ET

Note*: the existential variables in ¢p(y) and
Y (y) are assumed to be not shared.

* If p(z) € T, then
Az.¢p(z) Ar(z,y) €T

Zihao Wang, CSE, HKUST, zihao-wang.github.io

- TFQ vs EFO: The difference in definition

Existential First Order (EFO) query

Let Q be the set of all EFO query, then

* Fatomic = {r(ty, t2), r ER} €Q
t; and t, are either entities or variables.

* Ifp € F romic, then
—p(y) €9
o If 1 € Q, then
P AYP(y) €Q
P VvyYly) €Q

Notel: the existential variables in ¢p(y) and
Y(y) can be shared.

* If ¢ € Q and x is a variable, then
dx.¢ € Q

Note2: we can always use this rule to make sure
there is only one free variableénon—quantlfled).
This subset is also known as EFO;.

CQ](y; xl; ---;xn) = y.HXJ_,...,Hxn-A a]k
k=1,...,Mj 34

Yin, H., Wang, Z., & Song, Y. (2024). Rethinking Complex Queries on Knowledge Graphs with Neural Link Predictors. In The Twelfth International Conference on Learning Representations.
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TFQvs EFO: Are TFQ J the same as EFO Q7

T —

Non-constant
negation

Construction:
ri(a,y) €T
e Ax.1(a,x) AT
c —Ix.1y (a, x) A Cyclic Graph

* p(y) = Vx.r
ol

* There is a univers:
existential.

Yin, H., Wang, Z., & Song, Y. (2024). Rethinking Complex Queries on Knowledge Graphs with Neural

Simple Graph

Link P

t empty
Leaf existential
6, x) €EQ

y)ATr(y,z) Ar(z,x)
Acyclic Graph)) € Q

Multigraph it not a tree.

Z|hao \/\/ang CSE, HKUST zihao- wang g|thub io J %
ons

The Twelfth In nal Confer

35
redic
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Neural reasoning for logical query: summary

* Logical query in DB:

* Solves various forms of logical queries

* Logical Reasoning in Enriched KG
 Strategy I: first complete, then conduct logical inference.
 Strategy Il: mixture of completion and logical inference.

e Still far away from SPARQL-compatible queries

* Some key features are missing, such as:
* multiple variables to answer. (Yin et al., 2023)
e operators such as count, distinct, sort, ...

Yin, H., Wang, Z., Fei, W., & Song, Y. (2023). $\text {EFO} _ {k} $-CQA: Towards Knowledge Graph Complex Query Answering beyond Set Operation. arXiv preprint arXiv:2307.13701.

[ ]
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Coffee Break: Resume in 11 AM

New Frontiers of Knowledge Graph Reasoning:
Recent Advances and Future Trends

Lihui Liu Zihao Wang Jiaxin Bai Yanggiu Song  Hanghang Tong

lihuil2@illinois.edu zwanggc@cse.ust.hk jbai@connect.ust.nk ygsong@cse.ust.hk htong@illinois.edu
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New Frontiers of Knowledge Graph Reasoning:
Recent Advances and Future Trends

Part IV: Neural Reasoning Beyond Entities and Relations (1)
Yangqgiu Song
Department of CSE, HKUST
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Roadmap

Part I: Knowledge Graph Reasoning: Basic Concepts and Techniques

Part ll: Recent Advance #1: Neural Reasoning for Natural Language Queries

Part lll: Recent Advance #2: Neural Reasoning for Logical Queries

Part IV: Recent Advance #3: Neural Reasoning Beyond Entities and Relations «

Part V: Recent Advance #4: LLM+KGR

Part VI: Open Challenges and Future Directions
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~ Scope of Knowledge

e Awareness of facts

* “Knowing that”: the truth of propositions
* E.g., the population of Singapore is 5.92 million (2023)

Bee (Flyinginsects)

Biodistribution | Ecology |Communication

Division of labor [Selection] [To-hive]

* A possession of practical skills

* “Knowing how”: understanding how to perform % PP
certain actions; procedural knowledge - [Prevent stealing] | Exchange queen

* E.g., How to hive bees?

[Prevent fights] [Water feeding] [Swarming]

The aspects in orange boxes are aspects that convey the
knowledge of “know-what” or “know-why”, while those in red

i .An .e).(periential a.Cqua'intance: familia rity With boxes convey the know|edge of “know-how”.
individuals and situations
* “Knowing by acquaintance”: directly perceiving an
object, being familiar with it, or otherwise coming
into contact with it.

* E.g., by eating Durian, one becomes acquainted with
the taste of it

Source: Kuaipedia

https://en.wikipedia.org/wiki/Definitions of knowledge#Non-propositional knowledge 3
Kuaipedia: a Large-scale Multi-modal Short-video Encyclopedia Haojie Pan, Zepeng Zhai, Yuzhou Zhang, Ruiji Fu, Ming Liu, Yangqgiu Song, Zhongyuan Wang, Bing Qin. Arxiv 2022.
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‘Commonsense Knowledge in Al

* "Commonsense knowledge includes the basic facts about events
(including actions) and their effects, ... how it is obtained, facts about
beliefs and desires. It also includes the basic

. “—John McCarthy

* “While to the average person the term ‘commonsense’ is regarded as
synonymous with ‘good judgement’, the Al community it is used in a
technical sense to refer to the millions of basic facts and
understandings possessed by most people.” --ConceptNet

* “Such knowledge is typically omitted from social communications”, e.g.,
* If you forget someone’s birthday, they may be unhappy with you.

Source: Zorba - The World's
Largest Dog Ever Lived

* Meanwhile, it is not invariably true
e “apersonis larger than a dog”

McCarthy, John. "Artificial intelligence, logic and formalizing common sense." Philosophical logic and artificial intelligence. Springer, Dordrecht, 1989. 161-190. 4
Hugo Liu and Push Singh, ConceptNet - a practical commonsense reasoning tool-kit, BTTJ, 2004
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nree-dimensional Development of
edge Graphs in Computer Science

AN
Web 3.0
Generations Xin Luna Dong. Generations of Knowledge Graphs: The crazy
of KGs ideas and the business impact. VLDB, 2023. Invited paper
G#3: Dual for vL.DB Women in Database Research Award. [P aper] [Talk]
Neural KGs
Web 2.0 GH#2: Text-
Rich KGs
G#1: Entity-
Based KGs
Web 1.0

Entities/Concepts/Properties Events/Processes Intents/Beliefs/Desires
Units

Generations of KGs: Xin Luna Dong. Generations of Knowledge Graphs: The crazy ideas and the business impact. VLDB, 2023. Invited paper for VLDB Women in Database Research Award. [Paper][Talk]


https://arxiv.org/pdf/2308.14217.pdf
https://lunadong.com/talks/KGGenerations.pptx
https://arxiv.org/pdf/2308.14217.pdf
https://lunadong.com/talks/KGGenerations.pptx

™ The Three-dimensional Development of
Knowledge Graphs in Computer Science

* Many large-scale knowledge graphs about

AN ¢ . . .
A ~ Freebase A entities and their attributes (property-of) and
ol N — relations (thousands of different predicates)
WEb 3.0 P
WIKIPEDIA soenee. INELL have been developed
"’”:‘gg:”""“ BE \icrosoft b 3 « Millions of entities and concepts

DBmd'ia - B pAZICIS. * Billions of relationships
web 2.9 Base * They belong to

Google Knowledge Graph (2012) e Generation #1
 Web1l.0
* Entity based knowledge

G#1: Entity-
Based KGs

Web 1.0

Entities/Concepts/Properties Events/Processes Intents/Beliefs/Desires T e
Generations of KGs: Xin Luna Dong. Generations of Knowledge Graphs: The crazy ideas and the business impact. VLDB, 2023. Invited paper for VLDB Women in Database Research Award. [Paper][Talk] U nits



https://arxiv.org/pdf/2308.14217.pdf
https://lunadong.com/talks/KGGenerations.pptx

™ The Three-dimensional Development of
Knowledge Graphs in Computer Science

S ASER /9\ / ConceptNet
. i O An open, multilingual knowledge graph

m},m\m,m;m ———»MWWD;E Concept Graph

Movie,

Music,

Book,
etc,

Product
Graph

(Hardline, softline,
consumables, etc.)

Web 3.0

Snacks Drinks

Pretzels
e -

AAPL increased

& &
§ &
T PrerequsiteOf | AN EfRctOr
stomach
%
e,

hasType - L w@ v Eventuality Graph
Googl -quire Deepmind GOOGL increased "
ne
p e — - chew food
rosoft acquire Gith MSFT  increas: ed

We b 2 . O G#Z : TeXt- “Chocolate”

Rich KGs
G#1: Entity-
Based KGs

Product Graph * ASER/Knowlywood * ConceptNet
* Generation #2 * Generation #2 * @Generation #2
* Web1.0 * Web 1.0 * Web1.0

* Entity (product) * Event based knowledge <+ Entity and event based
based knowledge knowledge

Web 1.0

Entities/Concepts/Properties Events/Processes Intents/Beliefs/Desires

Nasser Zalmout, Chenwei Zhang, Xian Li, Yan Liang, Xin Luna Dong. All you need to know to build a product knowledge graph. Tutorial in KDD'2021. Se ma ntlc
Hongming Zhang, Xin Liu, Haojie Pan, Haowen Ke, Jiefu Ou, Tianging Fang, Yanggiu Song: ASER: Towards large-scale commonsense knowledge acquisition via higher-order selectional preference over eventualities. Artif. Intell. 309: 103740 (2022) .

Niket Tandon, Gerard de Melo, Abir De, Gerhard Weikum: Knowlywood: Mining Activity Knowledge From Hollywood Narratives. CIKM 2015: 223-232 U N ItS

Liu, Hugo, and Push Singh. "ConceptNet—a practical commonsense reasoning tool-kit." BT technology journal 22.4 (2004): 211-226.



™ The Three-dimensional Development of
Knowledge Graphs in Computer Science

“Language models as knowledge bases”
Neural KGs/Memory Networks/NGDBs

\Neural
< . Graph
Databases

Web 3.0

Generations

of KGs

in graph data
~ ... management

5 The next step

G#3: Dual
Neural KGs £

Web 2.0 GH#2: Texts
Rich KGs

G#1: Entity-
Based KGs

Figure of NGDBs

* Jiaxin Bai’s part
ik ° Generation #3
* Web1.0
* Entity (product) * Event and Intention
based knowledge based knowledge

Events/Processes Intents/Beliefs/Desires T

Entities/Caoncepts/Properties

Figure of NGDBs taken from: https://towardsdatasciencecom/neural—grzy)h—date;gases-cc
Fabio Petroni, Tim Rocktaschel, Sebastian Riedel, Patrick S. H. Lewis, Anton Bakhtin, Yuxiang Wu, Alexander H. Miller: Language Models as Knowledge Bases? EMNLP/IJCNLP (1) 2019: 2463-2473

Pat Verga, Haitian Sun, Livio Baldini Soares, William W. Cohen: Adaptable and Interpretable Neural Memory Over Symbolic Knowledge. NAACL-HLT 2021: 3678-3691

Maciej Besta, Patrick Iff, Florian Scheidl, Kazuki Osawa, Nikoli Dryden, Michal Podstawski, Tiancheng Chen, Torsten Hoefler: Neural Graph Databases. LoG 2022: 31
Hongyu Ren, Mikhail Galkin, Michael Cochez, Zhaocheng Zhu, Jure Leskovec: Neural Graph Reasoning: Complex Logical Query Answering Meets Graph Databases. CoRR abs/2303.14617 (2023)

e Zihao Wang’s part
* Generation #3
* Web1.0

Web 1.0



https://towardsdatascience.com/neural-graph-databases-cc35c9e1d04f

ne Three-dimensional Development of

nowledge Graphs in Computer Science
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G#2: Text- > :
Rich KGs OMIC * FolkScope ¢ COSMO
G#1: Entity- Generation #2 * Generation #2 * Generation #2
Based KGs Web 1.0 e Web 2.0 e Web 2.0
* Intention and event * Intention knowledge * Intention knowledge
(cause-effect) knowledge

Web 1.0

Entities/Concepts/Properties Events/Processes Intents/Beliefs/Desires

Maarten Sap, Ronan LeBras, Emily Allaway, Chandra Bhagavatula, Nicholas Lourie, Hannah Rashkin, Brendan Roof, Noah A. Smith, Yejin Choi: ATOMIC: An Atlas of Machine Commonsense for If-Then Reasoning. AAAI, 2019.
Changlong Yu, Weigi Wang, Xin Liu, Jiaxin Bai, Yanggiu Song, Zheng Li, Yifan Gao, Tianyu Cao, and Bing Yin. FolkScope: Intention Knowledge Graph Construction for E-commerce Commonsense Discovery. Findings of ACL. 2023.
COSMO: A large-scale e-commerce common sense knowledge generation and serving system at Amazon. By Changlong Yu, Xin Liu, Jefferson Maia, Tianyu Cao, Laurence (Yang) Li, Yifan Gao, Yanggiu Song, Rahul Goutam, Haiyang Zhang, Bing Yin, Zheng Li. SIGMOD Industrial Track. 2024.

Semantic
Units



Why do we want to go beyond entities in Web2.0?

e User centric and user
enerated content (UGC)

e Explicit incentives

* e.g., user reviews, posting
blogs, tweets, photos, videos,

etc.
* Implicit incentives

* user behaviors, e.g., following,
browsing, clicking, searching,

upvoting, etc.

« YangqiuSong &

60 posts

Edit profile

Yangqiu Song &

@ygsong

Associate Professar at HKUST, working on knowledge graphs, NLF, data
mining on texts and graphs

@© HongKong @ [ Joined April 2010

963 Following 889 Follawers

Posts  Replies  Highlights  Articles  Media  Likes

l Pinned

@ Yanggiu Song@ @yqgsong - Jul 26, 2023

Irecently gave a talk at KDD-China about our work on develop ng
new types of knowledge graphs related to activities (or
processes), states, and events. Hers are soma of tha key
challenges and findings. h
n

02 ns Q% il 3K na

ga% Yanggiu Song @ @ygsong - Apr 13
w Check out our paper using ASER to ground narrative
understanding. It's a work before LLMs but the idea behind is still

valid for situational grounding. Different fram entity based
grounding, | think it's time for the community to think about
situational grounding, more aligned...

& Cheng Jiayang @jchengs] - Apr 13
Happy to share EventGround got accepted to LREC-COLIN
20241 #reccoling

We introduced a framework that grounds free-text to
eventuality knowledge graphs, aiming to enhance narrative ...

0w

(o} n Qn i 12¢ Ha
3 Youreposted
@ Heng Ji @hengjinlp - Mar 7
My PhD student Yii Fung @YiFung10 will join Hong Kong

University of Science and Tec’vr'oloﬂy a8 & tenure-track assistant

Why do |
post this
tweet?
Sell my own
work, or
promote my
student?

professor! She is now recruiting PhD students to start this fall,
wmk‘mg on Human-centered Trustworthy Al. please fill in:
https: forms.gle/wplh4LCORUMBpANmE

5 Ll il 13K Ha

& @yqgsong - Feb 14 .

@ Workshop: Bridging Neurons and Symbols for Natural Language
Processing and Knowledge Graphs Reasoning @ LREC-COLING
2024
Co-located \'J\th LREC-COLING in Turin, Italy 21st May 2024

il 35K 8]

[

«

Yangqiu Song &

300 Likes

Edit profile

Yangqiu Song @

@yqgsong

Assoclate Professor at HKUST, working on knowledge graphs, NLP, data
mining on texts and graphs

® Hong Kong
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Posts

e

®

o
KnowComp

[P

B Joined April 2010

Replies Highlights Articles Media Likes

Akhila Ananthram @akhilaananthram - Apr 20
Is more always better when it comes to AI?

Researchers recently checked to see if mutti-agent discussiony
improves reasoning abilities.

Their findings may surprise you! |l

1. Al addvocates of high Larifl rates are Republicans.
2. Soma Repubicans are not Consanatives.

s are advocates of high t

Why do | like
this post? |
like the
content or
promote my

e v own work?

E/.V’ ‘We do not know the relationships between conservatives and
‘Therefore, the propesition is unknown.

Single Agent

Corpervetues are . the s,
prapasitian Is saknawn. it el Tosliavm arsmer s fase,

Discussion Error Type 1: Judge Mistake

} [ ()
Cornervetives sve . B y b [[Rrter cancitoring, Tagree
Dropasitian s Lnknown, the answer is alse 1 [ that the answer i fabe.
:

Discussion Error Type 2: Wrong Answer Propagation
[} =t v: ihi 80 A&

Heng Ji @hengjinlp - Apr 14 -
Submit papers to ACL2024 wcr{shop “Towards Know\edgeable

Language Models™ Deadline May 24, The workshop is led by two
amazing UIUC PhDs Manling Li @ i
20 and sponsored by Amazo!

knowledgeable-Im.github.io
KnowledgeableLMs @ ACL 2024
Towards Knowledgeable Language Models

10

Q1 e s ihi 51K Ha




?@L Knowtomp
Why do we want to go beyond entities in Web2.0?

“I| post this tweet: Sell my own work or promote my Utterance Environment
student?” Inference involves: ’ ” @
e 1. Theory of Mind 4
* i.e., the development of knowledge that others have beliefs, " | Communicative intention | |
desires, and intentions that are different from one's own
* Possessing a functional theory of mind is crucial for success in R NCR
everyday human social interactions Desire / '\ Belief |
 What makes us take actions?
* Beliefs and desires are mediated by intentions which in turn Agent ’
controls human’s actions (or speech) (Kashima et al., 1998) - J

Figure taken from

* Intentions are implicit Andreas (2022)

https://en.wikipedia.org/wiki/Intention
https://en.wikipedia.org/wiki/Theory of mind
Jacob Andreas: Language Models as Agent Models. EMNLP (Findings) 2022: 5769-5779 11
Kashima, Yoshihisa, Allison McKintyre, and Paul Clifford. "The Category of the Mind: Folk Psychology of Belief, Desire, and Intention." Asian Journal Of Social Psychology 1, no. 3 (December 1998): 289-313.



https://en.wikipedia.org/wiki/Intention
https://en.wikipedia.org/wiki/Theory_of_mind

?@L Knowtomp
Why do we want to go beyond entities in Web2.0?

“I post this tweet: My student gets more visible or not?”

Inference involves: TBANKING,
e 2. System Il Processing FAST.. SLOW
* We need to equip machine learning systems with “slow, . -

logical, sequential, conscious, linguistic, algorithmic, planning,
reasoning”

DANITEL

KAHNEMAN

 Particularly, such a system requires the “understanding of
how actions interact with changes (of states) in distribution”
* “Agents face non-stationarities”

e Conditioned on “different places, times, sensors, actuators, goals,
policies, etc”

http://www.iro.umontreal.ca/~bengioy/AAAI-9feb2020.pdf



http://www.iro.umontreal.ca/~bengioy/AAAI-9feb2020.pdf

/ A\
* The K-Line Theory (Minsky, 1980) P
KE c<cccccccccccccccccccc<<<<< PE \
* More than : categories include substances, properties, relations, states | LA
of affairs, and events : pssssissss § % &
» Mental states in our memory are also in a hierarchical structure beyond an :Hbd:,’/,(/ ,(/\\ \\
ontology; described as a K-pyramid v 1o L M N
/ /7 \/ \/ \ \
. . . . / / /N /NN \
* We need the right level and right perspective of abstraction K-Pyramid: Minsky (1980)

* Different levels of abstractness: “PersonX drinks coca cola” = “[drinking beverage],” “[event]”

* Different perspectives: “Coca cola” = “[sugary beverage],” “[phosphate containing beverage],” “[iced drink],” not
in a strict taxonomy
* PersonX drinks [iced drink], xReact, refreshed
e PersonX drinks [sugary beverage], xEffect, gain weight

v v v v

- . PersonX drinks PersonX drinks PersonX drinks PersonX drinks
[relaxing event] [drinking beverage] T Tyl e [bottle] PersonX has [cup]
Abstract

A A A

Knowledge A e e il e
g 5 % 5%
Knowledge . .
PersonX takes a PersonX has a PersonX drinks a PersonX drinks __|
break cup of coffee bottle of water coca cola
| I
M. Minsky, “K-Lines: A theory of Memory," Cognitive Science 4 (1980). 117-133. 13

Mutian He, Tianging Fang, Weiqi Wang, and Yanggiu Song. Acquiring and Modelling Abstract Commonsense Knowledge via Conceptualization. Arxiv 2022.



= Why Graphs?

* Sometimes we need concrete, symbolic, and
globally referenced knowledge (Edge et al.,
2024)

* Ability of commonsense reasoning with high
complexity
* NP-complete problems, e.g., Max-Sat (Chalier et

al., 2022) , subgraph matching or counting, subset
sum, etc.

* The trade-offs between scalability and
computational complexity

* Intentions can be pre-stored and indexed to be
more efficiently accessed online

[ ]
KnowComp

Running

Co

Shoes /h'o/e

7, e
Wy,
/CG/.-
Require | Typical: /4 <
r Event: Typical: 2
Running Require ;\
QY Weighted Vest

Person: = Typical: &/

Athletes Require

From Local to Global: A Graph RAG Approach to Query-Focused Summarization. Darren Edge, Ha Trinh, Newman Cheng, Joshua Bradley, Alex Chao, Apurva Mody, Steven Truitt, Jonathan Larson Apfil 2024
Joint Reasoning for Multi-Faceted Commonsense Knowledge. Yohan Chalier, Simon Razniewski, Gerhard Weikum. ACBC. 2022.
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FolkScope and COSMO: User-centric Intention KGs

* Al generated knowledge graph construction framework

Actions on E-commerce Platform Human
Feedback

Explainable recommendation Al Generator
[Useru bought [A] because E-commerce Commonsense Extraction

User Behaviors

| item-item co-purchase | I query-item search-buy |

Query-item relevance

- N ™

Domains Relations
. Is A
Clothing, Shoes & Jewelry =
PersonX searches [Q] to Sports & Ouidon e Fo_ Fctin
Home & Kitchen ==
Patio, Lawn & Garden USCCLFULEVcr'n
Tools & Home Improvement LtediHori Al ictcs
Used_To

Musical Instruments

) . Used As

\ 18 Domains J Used_On (Time/Season/Event)
~ Used_in_Location

Tasks ° lasks Used In_Body

User behavior rationalization

Used_With

Intention KG

— e e e e o e e e

N

T | [
PersonX bought [A] and [B] because e o
PersonX searched [A] and bought [B] because

Pattern mining, Filtering,

Normalization, Conceptualization

Prompts

Changlong Yu, Weiqi Wang, Xin Liu, Jiaxin Bai, Yanggiu Song, Zheng Li, Yifan Gao, Tianyu Cao, and Bing Yin. FolkScope: Intention Knowledge Graph Construction for E-commerce Commonsense Discovery. Findings of ACL. 2023. 1
Changlong Yu, Xin Liu, Jefferson Maia, Tianyu Cao, Laurence (Yang) Li, Yifan Gao, Yanggiu Song, Rahul Goutam, Haiyang Zhang, Bing Yin, Zheng Li. COSMO: A large-scale e-commerce common sense knowledge generation and serving system at Amazon. SIGMOD Industrlaﬁ'rack. 2024.
Hongming Zhang*, Xin Liu*, Haojie Pan*, Haowen Ke, Jiefu Ou, Tianging Fang, and Yanggiu Song. ASER: Towards Large-scale Commonsense Knowledge Acquisition via Higher-order Selectional Preference over Eventualities. Artificial Intelligence, Volume 309, August 2022, 103740.
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“FolkScope: Collective Intention KG for Co-Purchases

User
Behaviors




=, Deployments: COSMO, Intention KG for Search-buy

» Efficient feature store and asynchronous cache store
» Effectively meets Amazon’s restricted search latency requirements while
maintaining storage costs comparable to real-time serving for the majority of traffic

Search query

&« ‘ Q baking on \OJ ‘ /prime Filters v

Search Query Navigation |
* A/B tests carried out over several ! . USA Pan Bakeware

vprime

Food Mixer  IBaking Mix ~ Baking Paper  Baking Pan Rectangular Cake Pan, 9 x 13
1

. K inch, Nonstick & Quick Relea...
months in total esuLrs ! e 5575

/ - $2199
' % of ' '
e approximately 10% of Amazon’s U.S. g ot BT —
v 50 PCS Air Fryer Disposable May 31
. g Paper Liner, 6.3 Inches Air .
t ra ffl C ,' Fryer Liners, Non-stick Roun... k. e
/ ) Ak A kA
0/ I M M M4 ] L Sponsored
* anotable 0.7% relative increase in i P eI keSS
ro d u Ct S a I e S : ‘m ‘ ’7\ vPprime Get it as soon as Thu, Jun ‘ Eakil?-g :zns,t Bal\:inf?:iS:eets,
1 g ® 5 | Cookie Sheets, Muffin Pan,...
p “ FREE Shipping over $25 by Amazon Fok R Ao 863
CO n Ce pt Exclusive to Amazon $7999 $84-99

vPprime Get it as soon as Thu, Jun
2

FREE Shipping by Amazon

* translating to hundreds of millions of SIS .
dollars in annual revenue surge. . — Y

Nutrichef w/Heat Red Silicone
Handles, Oven Safe, 3 Piece
Set

COSMO: A large-scale e-commerce common sense knowledge generation and serving system at Amazon. By Changlong Yu, Xin Liu, Jefferson Maia, Tianyu Cao, Laurence (Yang) Li, Yifan Gao, Yanggiu Song, Rahul Goutam, Haiyang Zhang, Bing Yin, Zheng Li. SIGMOD Industrial Track. 2024.



™ The Three-dimensional Development of

Knowledge Graphs in Computer Science
AN
| Web 3.0
b What would be the
G#3: Dual o IKee k
Newral KGe nowledge bases/graphs
Web 2.0 GH2: Text- in Web 3.0?
Rich KGs
G#1: Entity-
Based KGs
Web 1.0

Entities/Concepts/Properties Events/Processes Intents/Beliefs/Desires
Units



). ..

* From Web2.0 to Web3.0

* Decentralized data: users own their (neural) knowledge bases/graphs
* Monetarize by users’ data and time

* Permissionless, trustless, but accessible to users’ owned knowledge or data

centralized, human decentralized,
mediated, rent seeking autonomous

 Security and privacy of data and knowledge is the key!

19
Figure from: https://vitalflux.com/what-is-web3-0-features-design-skills-nfts/



https://vitalflux.com/what-is-web3-0-features-design-skills-nfts/

) Privacy-preserved NGDBs

An attacker attempts to infer private information about Hinton’s living place in the NGDBs. Attackers can leverage well-
designed queries to retrieve desired privacy. The intersection of these queries can make a fair guess.

— — —,

/
/ \\ Query q = V,.3V:Win(V, Turing Award) A Bornin(V,1938) A LiveIn(V, V)
' UofT g Interpretation | Find where the Turing Award winner who was born in 1938 lived.
] i
| O / Turing Award Complex Queries
/
o
' Knuth . . . .
q1 = V,. Liveln(Hinton, V5) Privacy risk query
detection
Benglo LeCun | q- Montreal, Toronto...
= 15.3X,, X,: Win(X,, Turing Award) A GreaterThan(X,, 1940)
A Bornin(Xq,X,) A Livein(X, V)
| Public edge qs = V,.3X;: CollabWith(LeCun, X;) A LiveIn(Xy, V) Montreal, Toronto...
— — — = Private edge Qa4 Toronto, Stanford...
\ = V,.3X;, X,: Win(X;, Turing Award) A SmallerThan(X,, 1950)
\ Neural Graph Databases / A Bornin(X, X;) A Liveln(Xy, V2)

N

——— —— —

. . . 20
Qi Hu, Haoran Li, Jiaxin Bai, Zihao Wang, Yanggiu Song. Privacy-Preserved Neural Graph Databases. Arxiv, 2024. Pl’lvaCy RlSk Que”es



(o), Privacy-preserved NGDBs; Adversarial Training Examples e
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, , and - nodes denote

different privacy risks in subsets. Red dashed arrows denote privacy projection. The answers circled in red dashed line are at risk
to leak privacy. =
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Conclusions for Part 4-1

* We have reviewed the frontier of recent development of knowledge
graphs in terms of three dimensions
* Three generations: entity, text, and neural
e Semantic units: entity/attributes, events/processes, intent/desire/belief
 Web 1.0/2.0/3.0

wv\
\‘o

* More methods will be introduced in Part 4-2 by Jiaxin Bai
* In terms of different types of semantic units

22



New Frontiers of Knowledge Graph Reasoning:
Recent Advances and Future Trends

Part IV. Neural Reasoning Beyond Entities and Relations (2)
Jiaxin Bai
Department of CSE, HKUST

~ o . Kno Comp Gro
I SIIDLJJ@L 0 . o-. amromn Srour




Roadmap

Part I: Knowledge Graph Reasoning: Basic Concepts and Techniques
Part ll: Recent Advance #1: Neural Reasoning for Natural Language Queries

Part lll: Recent Advance #2: Neural Reasoning for Logical Queries

Part IV: Recent Advance #3: Neural Reasoning Beyond Entities and Relations «

Part V: Recent Advance #4: LLM+KGR

Part VI: Open Challenges and Future Directions




™ The Three-dimensional Development of
Knowledge Graphs in Computer Science

Web 3.0

Web 2.0

Web 1.0

22/5/2024

1. Knowledge Graph Reasoning over Entities and
Numerical Values [paper][code]

Generations 2. Complex Query Answering on Eventuality

G#3: Dual of KGs Knowledge Graph with Implicit Logical Constraints
Neural KGs

[paper][code]
GH#2: Text-

Rich KGs

G#1: Entity-
Based KGs

3. Complex Reasoning over Logical Queries on
Commonsense Knowledge Graphs [paper]

Semantic
Units

Intents/Beliefs/Desires

vents/Processes

Entities/Concepts/Properties

Jiaxin Bai, KnowComp, HK


https://arxiv.org/abs/2306.01399
https://github.com/HKUST-KnowComp/NRN
https://arxiv.org/abs/2305.19068
https://github.com/HKUST-KnowComp/CEQA
https://arxiv.org/pdf/2403.07398

“Numerical Complex Query Answering

Numerical CQA g, = V,. 3X1, X5: Win(V,, TuringAward) Find the Turing award winners

A GreaterThan(1927,X,) A Bornin (5, X5) that is born before the year of
1927.

Numerical CQA g3 = V,. 31Xy, X5: LocatedIn(V,, UnitedStates) Find the states in US that have a
A HasLatitude(V, X;) higher latitudes than Beijing.
A GreaterThan(Xq, X5)
A HasLatitude(Beijing, X,)

Numerical CQA g, Find the states in US that have a
=V,. 31Xy, X;,X3: LocatedIn(V,, UnitedStates) twice smaller population than
A HasPopulation(V,, X;) California?

A SmallerThan(X1,X;) A TimesByTwo(X5, X3)
A HasPopulation(California, X3)

[ ]
KnowComp



59 Number Reasoning Network

Find the cities that have a higher latitudes than Japanese cities.

qg="V,. 3Vy, X, Xy: HasLatitude(V,, X,) A GreaterThan(X,,X;) A HasLatitude(V;,X{) A LocatedIn(V,, Japan)

HasCity HasLatitude GreaterThan HasLatitide™

Japan (O - O O ()  Target

v

1 | 1
O | s $ :
' Tokyo | o 0 b
o S $ . O
| Kyoto S S L
: 8 I X $ I O:
| | o o > |
Japan | Osaka - P v o i
I I I___1
(1) Relational (2) Attribute (3) Numerical (4) Reverse
Projection Projection Projection Attribute Projection
22/5/2024 Jiaxin Bai, KnowComp, HKUST 5

Jiaxin Bai, Chen Luo, Zheng Li, Qingyu Yin, Bing Yin, Yanggiu Song: Knowledge Graph Reasoning over Entities and Numerical Values. KDD 2023: 57-68
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" Number Reasoning Network

(1) Relational Projection (rp):
Query Embedding = Entity Set

(3) Numerical Projection (np):
Value Distribution = Value Distribution

22/5/2024

(1) Relational
Projection

[ ]
KnowComp

(2) Attribute Projection (ap):
Query Embedding = Value Distribution

(4) Reverse Attribute Projection (rap):
Value Distribution = Query Embedding

v

O

/’

O

\
v

v
—_— e -y
[ ————— |

(2) Attribute
Projection

(3) Numerical (4) Reverse

Projection Attribute Projection
Jiaxin Bai, KnowComp, HKUST 6
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"~ Number Reasoning Network

(1) Relational Projection: (2) (3) (4) Other Projections: Gated Transitions
Adopted from the backbones: p; = prqi n bg Linear projection
GQE, Query2Box, Query2Particles. 2, = 0 (WPe, + UPp, + bY)

r,= 0 WPe, +Ulp; + bf)

Oip1=1—2)0Op;+2, 0O

Gate selection

L ) g
O | _ s - 10,
' Tokyo | o o b
i Tokgo, S $ e}
:Kyoto : g S L
»

| Osaka | S v L
I I I___1

(1) Relational (2) Attribute (3) Numerical (4) Reverse
Projection Projection Projection Attribute Projection

22/5/2024 Jiaxin Bai, KnowComp, HKUST 7
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~ Number Reasoning Network

Entity embeddings: Input number embeddings
Adopted from the backbones: e DICE e Sinusoidal
GQE, Query2Box, Query2Particles.
(6in— d =0 (mod 2)
sin®~1(a) cos(a SINa/D = Y mno
Y(W)q = { Sir(lp)(a) (@) Y@)g=13 7 B
LCOSv(d_w,d =1 (mod 2)
O | o s - 10,
i Tokgo, o - $ . 'O
:Kyoto : RS S L
O o o ., Ol
| Osaka | g > L
(1) Relational (2) Attribute (3) Numerical (4) Reverse
Projection Projection Projection Attribute Projection

Dhanasekar Sundararaman, Shijing Si, Vivek Subramanian, Guoyin Wang, Devamanyu Hazarika, and Lawrence Carin. 2020. Methods for Numeracy-Preserving Word Embeddings. In EMNLP. 4742—-4753
Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Lukasz Kaiser, and Illia Polosukhin. 2017. Attention is All you Need. NeurlPS 2017
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Number Embeddings and Learning Objective

End-to-end training by Joint optimization of two losses:

Ly

II
|._\
/“\
5
(L -
=
CD
e
VR
<
N\
<

-

-/
N—r
\/

I
j—
o
L .
=Y
ﬁ'.

S
N\

D

~ —~

.

v
\—’/
\—/

The llkellhood of the value | The likelihood of the distribution
v() sampled from distribution of 8 parameter 6V is of type t ()

N
1 ' : “~ 1 The likelihood of the entity v is the
Lp=—+ zlogip(q,(”,v(”) i

Ll 1 answer of the query encoding g”.

J is means the j-th sample, and I means the last step of

distribution parameter encoding.
22/5/2024 Jiaxin Bai, KnowComp, HKUST 9



™ The Three-dimensional Development of
Knowledge Graphs in Computer Science

1 1. Knowledge Graph Reasoning over Entities and
Numerical Values [paper][code]
Web 3.0
Generations 2. Complex Query Answering on Eventuality
f KGs Knowledge Graph with Implicit Logical
G#3: Dual [ :
Constraints [paper][code]
Neural KGs
Web 2.0 G#2: Text-
Rich KGs
G#1: Entity-
Based KGs
Web 1.0 Semantic
| | Units

Entities/Concepts/Properties Intents/Beliefs/Desires

22/5/2024 Jiaxin Bai, KnowComp, HKUST
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https://arxiv.org/abs/2306.01399
https://github.com/HKUST-KnowComp/NRN
https://arxiv.org/abs/2305.19068
https://github.com/HKUST-KnowComp/CEQA

(o

[ [ eat pizza J

(I do not have lunchj

( I arrive on time )

/ Co-Occurence
(4.0) Succession Reason
( I make an appointment ) (0.5) (2.0)
. : [ am hun ]
Conjunction Conjunction [ ety
(0.5) Contrast (73.4)
(3.7)
Synchronous I am tired Conjunction
(1.0) (8.0)
[ I sleep ] [I need a rest]

ASER(Activities, States, Events, and their Relations)

LI
.
.....
.....
.....
.....
e,
" .
L
.,

4 o A
| eat :
L —
nsubmﬂbj
T
Lo | presa
(Frequency: §7) )

(1 cat plate ] (Frequency: 0)

I eat fork ] (Frequency: 0)

Principle 1: Comparing semantic meanings by fixing grammar (Katz and Fodor, 1963)
Principle 2: The need of language inference based on ‘partial information’ (Wilks, 1975)

https://github.com/HKUST-KnowComp/ASER
Hongming Zhang, Xin Liu, Haojie Pan, Yanggiu Song, Cane Wing-Ki Leung: ASER: A Large-scale Eventuality Knowledge Graph. WWW 2020: 201-211

Katz, J. J., & Fodor, J. A. (1963). The structure of a semantic theory. Language, 39(2), 170-210.
Yorick Wilks. 1975. An intelligent analyzer and understander of English. Communications of the ACM, 18(5):264-274.

[ ]
KnowComp


https://github.com/HKUST-KnowComp/ASER

= CQA on Eventuality Knowledge Graph

Complex query on eventuality graphs are different Whether and when the

from the entity-relation graph eventualities occur are important
q1 = V,.3V:Interact(V,, V) Entity Find the substances that interact with the

A Assoc(V, Alzheimer) A Assoc(V, MadCow) proteins associated with Alzheimer’s and

Mad cow disease.

q, = V,.Precedence(Food is bad,PersonX add soy sauce) Eventuality Food is bad before PersonX add soy sauce.

A Reason(Food is bad, V,) What is the reason for food being bad?
qz = V,.Precedence(V,, PersonX go home) Eventuality Instead of buying an umbrella, PersonX go
A ChosenAlternative(PersonX go home,PersonX buy an home. What happened before PersonX go
umbrella) home?

22/5/2024 Jiaxin Bai, KnowComp, HKUST 12

Jiaxin Bai, Xin Liu, Weigi Wang, Chen Luo, Yangqiu Song: Complex Query Answering on Eventuality Knowledge Graph with Implicit Logical Constraints. NeurlPS, 2023



Discourse Relations and Implicit Constraints

* PersonX did not eat anything because PersonX was full

Reason(PersonXdid not eat anything, PersonX was full)

Occurrence n(PersonXdid not eat anything) A n(PersonXwas full)
Constraint A n( PersonXdid not eat anything) < n(PersonX was full)

Temporal : ,
Constraints t(PersonX did not eat anything) > t(PersonX was full)
n(A) =1if and only if it occurs
T(A)>1(B) : A happens after B

[ ]
KnowComp
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Discourse Relations and Implicit Constraints

* Food is bad before PersonX add soy sauce

Precedence(Food is bad, PersonX adds soy sauce)

Occurrence n(Food is bad) A n(PersonX adds soy sauce)
Constraint
Temporal T(Food is bad) < t(PersonX adds soy sauce)

Constraints

7(A) <7(B) : A happens before B
n(A) =1 if and only if it occurs

[ ]
KnowComp
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Discourse Relations and Implicit Constraints

* Instead of buying an umbrella, PersonX go home

ChosenAlternative(buying an umbrella, PersonXgo home)

Occurrence

Conctraint n(PersonX go home) A =~ n(PersonX buy an umbrella)

n(A) =1if and only if it occurs



O
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Discourse Relations

Precedence(A, B)
Succession(A, B)
Synchronous(A, B)
Reason(A, B)
Result(A, B)
Condition(A, B)
Concession(A, B)
Constrast(A, B)
Conjunction(A, B)
Instantiation(A, B)
Restatement(A, B)
Alternative(A, B)
ChosenAlternative(A, B)
Exception(A, B)

Semantics

A occurs before B.

A occurs after B happens.

A occurs at the same time as B.

A occurs because B.

A occurs as a result B.

If B occurs, A.

B occurs, although A.

B occurs, but A.

A and B both occur.

B is a more detailed description of A.
A restates the semantics of B.

A and B are alternative situations.
Instead of B occurs, A.

A, except B.

T(A4) <7(B)

Logical Constraints behind Discourse Relations

[ ]
KnowComp

Implicit Constraints

Occurrence Constraints

n(A) An(B)

n(A) An(B)

n(A) An(B)

n(A) An(B) A (n(A) < n(B))
n(A) An(B) A (n(A) = n(B))
n(A) — n(B)

n(A) An(B
n(A) An(B
n(A) An(B
n(A) An(B
n(A) < n(B)
n(A) v n(B)
n(A) A= n(B)

)
)
)
)

= n(A) An(B) A(=n(B) =>n(A))

Temporal Constraints
7(A) <7(B)

7(A) > 7(B)

T(A) = 7(B)

7(A) > 7 (B)

7(A) < T(B)

7(A) > 7 (B)

: A happens before B, n(A) =1 if and only if it occurs



™ query Encoding with Constraint Memory

[ ]
KnowComp

s

N

Computational Graph (3) , Constraint Memory
(OOO] V. /Key 2 yalue .
1
Reason (eYeYe) (eYelo) N (eleTe)
[OOO]: | Foodis bad Precedence Person¥Y
Intersection (1) [QQQ] [QQQ] acfcgsgfgljce
[OQO OC‘?O] PersonY ChosenAlter PersonY
Succession Succession adds ketchup " adds vinegar
000 [Oo0) (e]ele) (c]lole) (e Tele)
PersonX PersonX leaves L JU Y
L complains restaurant ) J
(1) sim =< i ™ > (2)v; = Z¥_1sim (™ + ™) (3) 4 = q; + MLP(v))

Computes the relevance of query

embedding to the head of the

memory key at position m.
22/5/2024

Computes the aggregated memory values
across M memory cells with the importance
weighted by relevance scores.

Jiaxin Bai, KnowComp, HKUST

Computes the query embedding with
memory values with the help of a
MLP layer.

17

Jiaxin Bai, Xin Liu, Weiqi Wang, Chen Luo, Yanggiu Song: Complex Query Answering on Eventuality Knowledge Graph with Implicit Logical Constraints. NeurlPS, 2023



™ The Three-dimensional Development of
Knowledge Graphs in Computer Science

1 1. Knowledge Graph Reasoning over Entities and
Numerical Values [paper][code]

Web 3.0
Generations 2. Complex Query Answering on Eventuality

G#3: Dual of KGs Knowledge Graph with Implicit Logical Constraints
Neural KGs

[paper][code]
G#2: Text-

Rich KGs

G#1: Entity-
Based KGs

Web 2.0 3. Complex Reasoning over Logical Queries on

Commonsense Knowledge Graphs [paper]

Web 1.0

Semantic
Units

- ———

Entities/Concepts/Properties Events/Processes Intents/Beliefs/Desires

22/5/2024 Jiaxin Bai, KnowComp, HKUST 18


https://arxiv.org/abs/2306.01399
https://github.com/HKUST-KnowComp/NRN
https://arxiv.org/abs/2305.19068
https://github.com/HKUST-KnowComp/CEQA
https://arxiv.org/pdf/2403.07398
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4 1beA} i
Moving towards intention based

commonsense complex question answering

* Reasoning on real-world text and narratives requires complex
reasoning over multiple events, and inferring implicit context.

. . cause
drink a glass of ice cold water _ , X moves to a new place
Air pollution

cause effect SR l cause

Smoking
l cause

| i Getting coronar
It was a hot and sunny day, but DI = i X throws a party
artery disease

John feels much better! Obesity

Abduction Common cause multi-hop effects

Tianging Fang, Zeming Chen, Yangqgiu Song, Antoine Bosselut. Complex Reasoning over Logical Queries on Commonsense Knowledge Graphs. Arxiv 2024.
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" Complex Commonsense Reasoning

e Sampling conjunctive logical queries over existing CSKG

- Sampling synthetic query at scale

- Perform verbalization to make the
qguery in natural language

- Define reasoning (question) based
on the relations.

/ q[V>] = V5: xIntent(X goes sky diving, V) \
A xWant (X gets tired of it, ;)

(the intention of PersonX)
[ PersonX goes skydiving }\ xIntent

Base CSKG: ATOMIC2020 &3

Question:

[ PersonX gets tired of it f xWant

k (then PersonX wants to) /

Verbalization

LLM-added . e . . .
context  PErSONXis living a boring life.

Rule-based After getting tired of it
discourse  personX goes skydiving

What'’s both the intention of PersonX going skydiving
and what X wants to do after PersonX getting tired of it?

20

Answer:

Tianging Fang, Zeming Chen, Yangqgiu Song, Antoine Bosselut. Complex Reasoning over Logical Queries on Commonsense Knowledge Graphs. Arxiv 2024.

[ ]
KnowComp



Conjunctive Logical Queries

e Similar to CQA problems

Training Query Types
-0 ?} Q- ~0 @ ~~0
2p 3p
1p 2i 3i
Unseen Query Types

© Anchor Entity

—bO C;) Free Variable
O/ () Answer Entity
pi

ip

21: Common Attribution

[ V1: X pulls out Y’s phone XAttr

[ V2: X swings Y’s legs xAttr

2i-negative: Negated Common Cause

[ V1: X begins to hurt

[ V2: X is in pain

HinderedBy

2p: 2nd order Effect

xWant
A

[Vl: X starts a new life J xWant

pl XxWant
(Vl: X works hard for rnonthsj—b

olant ¢0Want

[ V2: X joins Y's ranks ] |
21

Tianging Fang, Zeming Chen, Yangqgiu Song, Antoine Bosselut. Complex Reasoning over Logical Queries on Commonsense Knowledge Graphs. Arxiv 2024.
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- Benchmarking
* Multiple-Choice QA:

* Negative sampling: 2 are randomly sampled across CSKB, 2 are randomly
sampled across one-hop answers (hard negative).

* An additional “No answers are correct option”

* Generative complex commonsense reasoning

* 53 annotators
* Fleiss Kappa: 0.445; IAA: 78%
* All disagreements are fixed by experts

#Train 790k
#Eval (annotated) 1,317
%wrong verbalization 4.5%
%sampled answers that are plausible 52.1%
%sampled negatives that are plausible 23.5%

Tianging Fang, Zeming Chen, Yangqgiu Song, Antoine Bosselut. Complex Reasoning over Logical Queries on Commonsense Knowledge Graphs. Arxiv 2024.

[ ]
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Table 1: Model performance (%) on the multiple-choice question answering evaluation set of COM?.

* LLMs Still Fall Short on This Task

Method 2i 2i-neg 3i 2p ip pi All
API-based LLMs
gpt-3.5-turbo-0613 3356 43.12 4201 38.66 38.05 2840 | 37.74
- 1-shot 4331 3531 5845 57773 51.33 62.96 | 48.22
- 1-shot w/ CoT 4580 3643 5434 5773 5044 66.67 | 48.75
- 8-shot (2i, 2p) 48.52 41.26 57.08 67.53 53.10 74.07 | 53.22
- 8-shot (2i, 2p) w/ CoT 52.61 46.10 60.27 59.79 5221 6543 | 54.37
gpt-4-1106-preview 44.67 4647 52.05 3247 40.71 53.08 | 44.64
- 1-shot 47.85 42.01 50.68 38.66 44.25 50.62 | 45.63
- 1-shot w/ CoT 4897 4646 5296 4948 52.21 58.02 | 50.04
- 8-shot (2i, 2p) 54.87 4647 58.90 4588 5221 66.67 | 53.00
- 8-shot (2i, 2p) w/ CoT 57.82 49.07 6256 61.34 5221 66.67 | 57.40
Open-source (QA) Language Models
HyKAS (Ma et al., 2021, zero-shot) 3492 3941 2785 41.75 37.17 33.33 | 35.76
CAR (Wang et al., 2023a, zero-shot) 3741 3048 37.44 57.73 3274 53.09 | 39.56
Llama2 (7B) (Touvron et al., 2023) 35.15 2193 3927 3557 2832 51.85 | 33.64
Vera (5B) (Liu et al., 2023) 47.62 27.51 40.18 6649 5221 58.02 | 46.09
UnifiedQA-v2 (Khashabi et al., 2022) | 56.23 3941 62.56 58.76 51.33 62.96 | 54.21
Flan-T5 (11B) (Chung et al., 2022) 58.28 47.21 6530 76.29 56.64 79.01 | 60.97
Fine-tuned on CoM?
DeBERTa-v3-Large (+CoM?) 60.09 5836 69.41 61.86 59.29 81.48 | 62.79
CAR-DeBERTa-v3-Large (+CoM?) 61.22 56.13 69.86 68.56 56.64 85.19 | 63.78

Tianging Fang, Zeming Chen, Yangqgiu Song, Antoine Bosselut. Complex Reasoning over Logical Queries on Commonsense Knowledge Graphs. Arxiv 2024.

N
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GPT:
37.74%~57.40%

Open LLMs:
33.64%~60.97%

Finetuned:
62.79%~63.78%



ne Three-dimensional Development of

nowledge Graphs in Computer Science

Web 3.0

Web 2.0

Web 1.0

22/5/2024

1. Knowledge Graph Reasoning over Entities and
Numerical Values [paper][code]

Generations 2. Complex Query Answering on Eventuality

of KGs Knowledge Graph with Implicit Logical Constraints
G#3: Dual
Neural KGs

[paper][code]
G#2: Text-

Rich KGs

G#1: Entity-
Based KGs

3. Complex Reasoning over Logical Queries on
Commonsense Knowledge Graphs [paper]

Semantic
Units

Intents/Beliefs/Desires



https://arxiv.org/abs/2306.01399
https://github.com/HKUST-KnowComp/NRN
https://arxiv.org/abs/2305.19068
https://github.com/HKUST-KnowComp/CEQA
https://arxiv.org/pdf/2403.07398

Conclusions for Part 4-2

* We have reviewed the frontier of recent development of knowledge
graphs in terms methods of different semantic units:
* Entity/attributes
* Events/processes
* Intent/desire/belief

* More recent advances in KG reasoning combined with LLMs will be
introduced in Part 5 by Lihui Liu

[ ]
KnowComp
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Roadmap

Part I: Knowledge Graph Reasoning: Basic Concepts and Techniques

Part ll: Recent Advance #1: Neural Reasoning for Natural Language Queries

Part lll: Recent Advance #2: Neural Reasoning for Logical Queries

Part IV: Recent Advance #3: Neural Reasoning Beyond Entities and Relations

Part V: Recent Advance #4: LLM+KGR «

Part VI: Open Challenges and Future Directions
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Large Language Models

 Language model: a probability distribution over strings of text
o Sally fed my cat with meat: P(Sally, feed, my, cat, with, meat) = 0.03,
o My cat fed Sally with meat: P(My, cat, fed, Sally, with, meat) = 0.005,
o Fed cat meat my my with: P(Fed, cat, meat, my, my, with) = 0.0001
 Large language models (LLM): large, general-purpose language models can
be pre-trained and then fine-tuned for specific purposes [2]
o Examples: GPT-3.5, GPT-4, Llama2 and Llama3

e [1]J. Huang. https://teapot123.github.io/files/CSE561A_slides/Lecture_1.pdf
E * [2] Google Cloud Tech. Introduction to Large Language Models. (2023).
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- Model Size of LLMs ’

 Size: from millions of parameters to billions of parameters

1000 LANGUAGE MODEL SIZES TO DEC/2022
GPT-3 (175B)
o0 Megatron-Turing NLG (530B)
7 . LUT(E;‘:US < GLM-130B

Megatron-LM (8.3B)
Turing-NLG (17.2B)
10

OPT-175B
PaLM BB3
_ PaLM-Coder 1758
Jurassic-1

GPT-2 (1.5B) e Minerva

Model Size (in billions of parameters)

BERT-Large (340M) & Parameters
0.1 . Al lab/group
( ) Availabl
ELMo (94M
ch d
0.01

2018 2019 2020 2021 2022
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Large Language Models in Recent Literature

J Progression and improvement of large language models

8§ Alpaca (viar) 00 LLaMA (Feb)
S -} HuaTuo (apr) b Xuan Yuan 2.0 (May)
GPT-NeoX-208B (Apr) O Vicuna =
| TK-Instruct (May) J ULZ (may) O Koala (may) &9 CodeT5+
mTO (Dec) ) GLM (0ct) =. Wizard-LM ~ StarCoder
PanGu-a (apr) 09 OPT-IML @ B Wizard-Coder (un] 0Q LLaMA 2 (1))

| 3 T5 (Oct) | 3"“75 (oct) | | (770 (0ct) | 5 CPM-2 iun) 0X) Galactica (Nov) OGoat X Code Llama (Aug)

2019 2020 2021 2022

/" & codex ) \ B MT-NLG (1an) S PanGu-Z (Mar)
[@ GPT-3 (May) ] [@ WebGPT (pec) ] B ERNIE 3.0 © sparrow (sep) © Alphacode (ret) G Bard (o) & BloombergGPT

&2 Jurassic-1 (Aug) S FLAN-U-PaLM (Oct) o Chinchilla (mar) @ GPT-4

[ HypercLOVA (sep) @) chatGPT (vov) 5 PalM (apn) A Claude

< Yuan 1.0 (Oct) a AlexaTM (aug) S PaLM2 (May)
O Gopher (Dec) G U-PALM (Oct) o Gemini (Dec)
ERNIE 3.0 Titan BLOOM (Nov)

5 6lam

\ & Lampa /

e [1] H. Naveeda, A. Khana, S. Qiub, M. Saqgib. 2024. A Comprehensive Overview of Large Language Models (arVix 24).
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‘Knowledge Graphs VS LLMs

d Knowledge graph d LLMs

o Pros: accurate structural knowledge, o Pros: general knowledge, good at language
interpretable, ... understand, ...
o Cons: incomp|ete’ lack |anguage understanding o Cons: hallucination, lack interpretation, Iacking

new knowledge, ...

' ™\
P - - - i |
; Pros Cons
I 1
. [ Structured knowledge ] [ Lack language understanding ] E
Knowledge ! KG + LLMs
Graph (KG) . . H ——
' [ Data accuracy ] [ Rigid reasoning ] i i ili
! i —— Betterinterpretability
e e e e e e e — — ed
——— Knowledge integration
i- Pros - “Cons -“E —— |nformed decision
1 1
1
! ( Language understanding ] [ Hallucination ] E
Large Language !
]

Model (LLM) H
' { Versatile problem-solving ] [ Domain-specific knowledge J !

1

]
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"Combining Knowledge Graph with LLMs

J Categorization
o Knowledge graph enhance LLMs
o LLMs enhance knowledge graph reasoning
o Integrating knowledge graph reasoning with LLMs in a mutually beneficial way

@ LLMs Factual knowledge
* Structure Fact * General knowledge

* Domain-specific knowledge * Language processing
* Symbolic reasoning * Generalizability LLMs KGs

— — D
Text KG-related

= [ LLMs ] = Output Tasks [ KGs ] = Output Knowledge representation

Input

KG-enhanced LLMs LLMs-augmented KGs Synergized LLMs + KGs

e [1]S. Pan, L. Luo,Y. Wang, C Chen. 2024. Unifying Large Language Models and Knowledge Graphs: A Roadmap (TKDE 24).

i
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‘Combining Knowledge Graph with LLMs

v ]

* Structure Fact
* Domain-specific knowledge
* Symbolic reasoning

a
'::>[ LLMs J = Output

Text
Input

KG-enhanced LLMs

e [1]S. Pan, L. Luo,Y. Wang, C Chen. 2024. Unifying Large Language Models and Knowledge Graphs: A Roadmap (TKDE 24).

i




==QA-GNN: Reasoning with Language Models and @“
Knowledge Graphs for Question Answering

J Goal: answer multi-choice question

If it is not used for hair, a round brush is an example of what?

A. hair brush B. bathroom C. art supplies* D.shower

 Philosophy: the system needs to access a lot of knowledge and reason about it

Broad Structured &
Coverage Interpretable
N ConceptNet

Pre-trained Language Model (LM) Knowledge Graph (KG)

(s}
2
e
" ,/‘ v
o sedte

e [1] M. Yasunaga, H. Ren, A. Bosselut, P. Liang, J. Leskovec. 2021. QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering (NAACL 21).

i



==QA-GNN: Reasoning with Language Models and @“
Knowledge Graphs for Question Answering

 Existing problem:

O Language models do not work well for interpretable or logical reasoning; they lack
Interpretation

O KG is incomplete and noisy
If it is not used for hair, a round brush is an example of what?

A. hair brush B. bathroom C. art supplies* D.shower

Knowledge Graph (KG)

J Challenges [ oir SRR
1"on e s
L how to identify the relevant information in the knowledge graph Q
[ how to jointly reason over the text and the knowledge graph DR ainting RuTCd

e [1] M. Yasunaga, H. Ren, A. Bosselut, P. Liang, J. Leskovec. 2021. QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering (NAACL 21).

i
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QA-GNN: Main Steps

Idea:

o Language-conditioned KG node relevance scoring
o Joint Reasoning:

« Connect text and KG to form a joint graph (working graph)

« Mutually update their representations via Graph Neural Network (GNN)
LM

din —
QA Encoding MLP
ConteXt \ / @ .
[q; al Probability
& Joint Graph @ n . score
Retrieval o ° Reasoning
> —_— .
®._ ® Relevance @ [ Jeoo .

Scoring

e [1] M. Yasunaga, H. Ren, A. Bosselut, P. Liang, J. Leskovec. 2021. QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering (NAACL 21).
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QA-GNN: Main Steps

Idea:

o Language-conditioned KG node relevance scoring

o Joint Reasoning:

« Connect text and KG to form a joint graph (working graph)

« Mutually update their representations via Graph Neural Network (GNN)

LM
Encoding

_>
KG
Retrieval

QA
context
[q; al

Joint Graph
¢ o
@ 9

>

Relevance
Scoring

Reasoning

{GNN

ae

MLP

C— @

Probability
score

e [1] M. Yasunaga, H. Ren, A. Bosselut, P. Liang, J. Leskovec. 2021. QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering (NAACL 21).
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QA-GNN: Main Steps

Idea:

o Language-conditioned KG node relevance scoring

o Joint Reasoning with language models:

« Connect text and KG to form a joint graph (working graph)

« Mutually update their representations via Graph Neural Network (GNN)

LM

Encoding
QA
context
[a; al
L KG Joint Graph
etrieva
¢ o
L
o« _9o Relevance @
Scoring O
(00

Reasoning

{GNN

ae

MLP

C— @

Probability
score

e [1] M. Yasunaga, H. Ren, A. Bosselut, P. Liang, J. Leskovec. 2021. QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering (NAACL 21).

i
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QA-GNN: Experiment Results

J Improved performance on two QA tasks

e CommonsenseQA: reasoning with e OpenBookQA: reasoning with
commonsense knowledge elementary science knowledge

69.0% 69.1%

66.80%

68.7% 64.8% 64.8% 65.2%

RoBERTa  KagNet  RelNet MHGRN QA-GNN RoBERTa GconAttn RelNet MHGRN QA-GNN
(Liu+19) (Lin+19)  (Santoro+17) (Feng+20) (OUI'S) (Liu+19) (Wang+19) (Santoro+17) (Feng+20) (OUI‘S)
H_/ \ ~ J H_) . v J

LM Previous LM+KG LM Previous LM+KG

[1] M. Yasunaga, H. Ren, A. Bosselut, P. Liang, J. Leskovec. 2021. QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering (NAACL 21).

i
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==Retrieval-Augmented Generation (RAG) with @"
Knowledge Graph

D Observatlon ) Prompt engineering

with relevant Graph
query samples

o When the size of the model
becomes large, retrain or
finetune the model will be very Question I — Generate answer
time consuming

User
Smart search LLM Knowledge-enriched Answer
(LLM generated graph query)

Graph query Relevant results
as context

* If context is empty, the LLM falls back to its internal memory

Knowledge
Graph

E More information related to RAG can be found in the tutorial titled 'Large Language Models for

Graphs: Progresses and Directions,' as well as in many others.



==K G-GPT: A General Framework for
Reasoning on KGs Using LLMs

1 Goal: utilize language models and knowledge graphs to answer a more complex natural
language questions

L Idea:

1) Sentence Segmentation

Sentence (Claim / Question) Sub-sentence 1 : William Anders received an MS from his alma Mater, AFIT, in 1962.
B received anlliE / Entity Set : [‘William_Anders’, “AFIT, M.S. 1962”]
from his alma Mater, AFIT, in 1962

and served as a crew member of an (&)
artificial satellite along with Frank  —> . -
Borman. 5

Sub-sentence 2 : William Anders served as a crew member of an artificial satellite.
Entity Set : [*William_Anders’, artificial satellite]

LLM
Entity Set: [ William_Anders’, \ Sub-sentence 3 : Frank Borman served as a crew member of an artificial satellite.
“AFIT, M.S. 19627, ‘Frank_Borman’] Entity Set : [‘Frank_Borman’, artificial satellite]

e [1]J. Kim, Y. Kwon, Y. Jo, E. Choi. 2023. KG-GPT: A General Framework for Reasoning on Knowledge Graphs Using Large Language Models (EMNLP 23).

i




==K G-GPT: A General Framework for
Reasoning on KGs Using LLMs

1) Sentence Segmentation

J Sentence Segmentation
 Graph Retrieval

o Extract relation candidates
from KG

Sub-sentence 1 : William Anders received an MS from his alma Mater, AFIT, in 1962.

/’ Entity Set : [*William_Anders’, “AFIT, M.S. 1962”]

—B ’ Sub-sentence 2 : William Anders served as a crew member of an artificial satellite.
@ & Entity Set : [‘William_Anders’, artificial satellite]

Sentence (Claim / Question)
William Anders received an MS
from his alma Mater, AFIT, in 1962
and served as a crew member of an
artificial satellite along with Frank
Borman.

LLM
Entity Set: [*William_Anders’, \ Sub-sentence 3 : Frank Borman served as a crew member of an artificial satellite.
“AFIT, M.S. 1962”, ‘Frank_Borman’] Entity Set : [‘Frank_Borman’, artificial satellite]

Extract relation candidates s
l DBpedia

J Inference

2) Graph Retrieval

Relation candidates

Top K relations

of Sub-sentence 1 almaMater
G h crewMember college *Sl/ college
I I I b,
O rap to pro pt deathPlace %‘ / university \
(’/

Relation candidates

Top K relations

3) Inference

of Sub-sentence 2 / ‘ crew2Up . ‘ !
almaMater crew2Up + Sub-sentence 2 ) Exlrau- top-k crewlUp + Entity A/ + Input Y SUPPORTED |
crewl Up & relations érewMembe £ Set sentence & H

5 o LLM ) Graph Retrieval LLM
Relation candidates o Top K relations

of Sub-sentence 3 0 crewlUp
location college crew2Up
crewlUp crewMember

e [1]J. Kim, Y. Kwon, Y. Jo, E. Choi. 2023. KG-GPT: A General Framework for Reasoning on Knowledge Graphs Using Large Language Models (EMNLP 23).
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==K G-GPT: A General Framework for (o)
Reasoning on KGs Using LLMs

J Observation: combining KG with LLMs can significantly improve accuracy
J Dataset: MetaQA

Training MetaQA MetaQA MetaQA
Strategy Methods 1-hop 2-hop 3-hop
KV-Mem 96.2 82.7 48.9
GraftNet 97.0 04.8 77.7
full EmbedKGQA 97.5 08.8 04.8
NSM 97.1 99.9 08.9
UniKGQA 97.5 99.0 99.1
» 12-shot ChatGPT 60.0 23.0 38.7
8-shot KG-GPT 95.8 93.8 68.8
4-shot 94.7 92.8 46.6

e [1]J. Kim, Y. Kwon, Y. Jo, E. Choi. 2023. KG-GPT: A General Framework for Reasoning on Knowledge Graphs Using Large Language Models (EMNLP 23).
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==REPLUG: Retrieval-Augmented Black-Box @"
Language Models

J Previous methods: Previous

o Enhance a language model with retrieval by Test Context -
. ; . =\ | Jobs cofounded
updating the LM’s parameters —’ —’J “appleinhis | e
- Retriever parents' garage

\ White-box LM
‘ #param. <10B

QREPLUG:
RE-PLUG \ Frozen

Frozen/Trainable '

A

Test Context [ \
i %k ’ | ( Jobs cofounded | (9
JOCPESO 1sf the |_ &= - Fei . o
ot - Retriever | pple in his

parents' garage Black-box LM
> #param. >100B

Frozen Trainable

\ \

o Treats the language model as a black box

o Augments it with a frozen or tunable retriever

o Makes REPLUG applicable to large LMs,
which are often served via APIs.
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REPLUG

 First retrieves a small set of relevant documents from an external corpus

1 Then pass the concatenation of each retrieved document with the input
context through the LM in parallel, and ensemble the predicted probabilities

Retrieved document d;

d.

1

Jobs cofounded f’J 5 e o apple o
Apple in his e ase Jobs is t _,w_. pear
Retrlever parents' garage by adopted... CEO of _ not
/ [ apple apple
Document Steve Jobs | Jobs is the |_ L bear
passed away... CEO of _ pear
Retrieval L Kot not

e R
Test Contextx Bl.ack — Jobs cofounded Jobs is the _,w_.appke
Jobs is the | == (’) Apple... CEO of _ S )

CEO of _ ot
Ensemble

AppLe
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REPLUG LSR

O (1) Using retriever to computing the retrieval likelihood

 (2) Computing LM likelihood

 (3) Updating the retrieval model parameters by minimizing the KL divergence between the retrieval
likelihood and the LM’s score distribution

1. Computing Retriever Likelihood P(d;|x)

& T d1 d2 d3 d4

3. KL Divergence
‘\ (PIlQ)

A . e
| g . 0 . e

Test Context x

Jobs is the
CEO of _
dl d2 d3 d4

2. Computing LM likelihood O(d, | x) x Py, apple | d,x)/p

Jobs cofounded
Apple...

Jobs was raised
by adopted...

i Steve Jobs ‘

passed away...

Retriever 2t




“=From Local to Global: A Graph RAG Approach to@"
Query-Focused Summarization

 Existing problem

o Fail on global questions such as “what are the main themes in the dataset?”

J GraphRAG

o Indexing process aimed at creating LLM Memory Representation on private data

* Generating Knowledge Graphs
* Dividing entities to different communities
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Preprocessing Pipeline — Graph Enabled RAG

Private Dataset

- Too large for context window
- “semantic Search” works, but we
M know nothing of the dataset!

Semantic search DB
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Preprocessing Pipeline — Graph Enabled RAG

Graph Induction

POK leader Sylvia

Marek took the
stage with Lucio
Jakab, founder of

Save Our
Wildlands

Private Dataset  .f

- Too large for context window
- “semantic Search” works, but we
M know nothing of the dataset!

Semantic search DB
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Preprocessing Pipeline — Graph Enabled RAG

Graph Induction

POK leader Sylvia

Marek took the
stage with Lucio GraphRAG

Jakab, founder of

Save Our
. Wildlands
Private Dataset <
‘ Graph ML 9)l Hierarchy Extraction
- Too large for context window 'TOR'C Detect|.on =N Graph Embedding
- “semantic Search” works, but we -Representation Learning % Entity Summarization
M know nothing of the dataset! @Y Community Summarization
, °C\)\5 v@ ® OO‘C) LY R
u).o Oo’.‘o. :\.0 O. ‘o.
e @r2e? JRSal 2558
GrathAG .9...0000 oooo c... ~ @ oO..
: O’ o° - S WAV
Entity Content e o®.°. @y B shyd Jaene
' T 2R SRS Rar-<
Level O Level 1 Level 2

Semantic search DB Community Community Community
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Preprocessing Pipeline — Graph Enabled RAG

Private Dataset

M

POK leader Sylvia
Marek took the
stage with Lucio
Jakab, founder of
Save Our
Wildlands

- Too large for context window
- “semantic Search” works, but we
know nothing of the dataset!

Semantic search DB

Graph Induction Database Question Generator

Summarized Q&A
Etc.

GraphRAG

)

G]
Graph ML 9)l Hierarchy Extraction <
-Topic Detection E  Graph Embedding <
> . ..
@) Community Summarization
Qo C.\ o
‘00 .q0 2.0 00 .g0
u).o Oo’.‘o. :\.0 oe ‘o.
2 ‘o ° : °Q ;D a ° ’
GraphRAG ...':6 oOOO; :..' Se @,
. - ot o go ° N DAV °
Entity Content o o®°°. %8 @ "..,":*: A
g WS eITue:
Level O Level 1 Level 2
Community Community Community
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‘Combining Knowledge Graph with LLMs

* General knowledge
* Language processing
* Generalizability

e
|::>[ KGs ] —> Output

KG-related
Tasks

LLMs-augmented KGs

e [1]S. Pan, L. Luo,Y. Wang, C Chen. 2024. Unifying Large Language Models and Knowledge Graphs: A Roadmap (TKDE 24).

i




t‘~"~9°-"-'x'qui"“fThink-on-Graph: Deep and Responsible Reasoning of
Large Language Model on Knowledge Graph

| e}

I Traditional methods

U Retrieve information from KGs
L Augment the prompt and feed it into LLMs
 LLMs do not participate in the graph reasoning process directly

J Existing problem

O Suffer from knowledge graph incompleteness

e [1]J.Sun, C. Xu, L. Tang, S. Wang, C. Lin. 2024. Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph (ICLR 24).

i




ES~"~9°-"-'x'qui"“fThink-on-Graph: Deep and Responsible Reasoning of
Large Language Model on Knowledge Graph

J Goal: treats the LLM as an agent to travel KGs and perform reasoning based
on paths

Question: J

What is the majority party now in the country where Canberra is located?

LLM-only

(Chain-of-Thought Prompt): Let’s think step by step. ]

Response: Canberra is the capital of Australia. According to my knowledge up to September 2021 the prime minister of Australia is Scott Morrison, who is a
member of the Liberal Party. So the answer should be Liberal Party. {

(a)

Method1 ‘

R

LLM & KG
| e e S Posiami |
i Canberra is located in 1
(Prompt): Please generate a SPARQL query for this ( canberra ) ! Australia. ! Response: Sorry, based on
question. Retri | Majority party in Australia is i P ¢ my query result from the
Response: SELECT ?country ?party WHERE { etrieve isLocatedIn i Not Found i r°m") knowledge base, | cannot
IVI ethOd 2 ‘ ?canberra dbprop:isLocatedIn ?country .

oc; v majorityParty answer your question since
?country dbprop:majorityParty ?party . ( Australia }----------» Labor Party | do not have enough
} [not exist| information. P

(b)

[1] J. Sun, C. Xu, L. Tang, S. Wang, C. Lin. 2024. Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph (ICLR 24).
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== Think-on- Graph: Deep and Responsible Reasoning of
Large Language Model on Knowledge Graph

Question: J

What is the majority party now in the country where Canberra is located?

J Example:

-\ . 'A l- E
KN
partof '(\0?’(\ it

capltal of

gy () O
territory
Australian Capital
Territory

( A_ns_w;r_ A /" Reasoning paths \
| § 1. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- political party -- Labor Party |
- Labor Party lGenerat . 2. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- occupation -- Politician i

i e| 3 Canberra -- capital of -- Australia -- head government -- Prime Minister of Australia -- officeholder -- Anthony AlbaneseI

Canberra

e [1]J.Sun, C. Xu, L. Tang, S. Wang, C. Lin. 2024. Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph (ICLR 24).
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== Think-on- Graph: Deep and Responsible Reasoning of
Large Language Model on Knowledge Graph

Question: J

What is the majority party now in the country where Canberra is located?

d Example: TR

capital of

country

o
part of “ country
capital of i n““em '\ }
Canberra : } .
i .. Australia .
Cm'? — prime_
territory govem:‘neearﬁ minister m
Auslralia.n Capital Prime Minister Anthony
Territory of Australia Albanese
( A ________ \ ff_?ea;om;g;;th; .......................................................................... \
nswer | ; :

§ 1. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- political party -- Labor Party |
Labor Party lGenerat . 2. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- occupation -- Politician i
i e| 3 Canberra -- capital of -- Australia -- head government -- Prime Minister of Australia -- officeholder -- Anthony AlbaneseI

e [1]J.Sun, C. Xu, L. Tang, S. Wang, C. Lin. 2024. Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph (ICLR 24).
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== Think-on- Graph: Deep and Responsible Reasoning of
Large Language Model on Knowledge Graph

Question: J

What is the majority party now in the country where Canberra is located?

A Example: o e ,‘
T D

political | party “c_xi\‘?

-1
4 Anthony N
b Albanese

!(\\" e@‘

Oc
“Upati,

( Politician )
Depth 3 |:-
0 m citizenship °.—-. %% 9
Qﬁ(}f._ \ } \..)
\8 . ) - Anthony \Pojji;..
partof _w® Ty \\ Albanese 2 part,
= tinent o
capital of T con \_,) N Labor Party
Canberra J~22P78 ./ (Australia , %y,
SV pime o "
i ¥ head minister _ officeholder %
territory

jovernment
- - g Prime Minister of Politician
Australla.n Capital Prime Minister Anthony Australia
Territory of Australia

Albanese
l—)[ Enough Information h

[ Reasoning paths

§ 1. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- political party -- Labor Party |

Labor Party lGenerat . 2. Canberra -- capital of -- Australia -- prime minister -- Anthony Albanese -- occupation -- Politician i
i € 3. Canberra -- capital of -- Australia -- head government -- Prime Minister of Australia -- officeholder -- Anthony Albanese'.I

e [1]J.Sun, C. Xu, L. Tang, S. Wang, C. Lin. 2024. Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph (ICLR 24).

i
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‘Combining Knowledge Graph with LLMs

Factual knowledge

Knowledge representation

Synergized LLMs + KGs

e [1]S. Pan, L. Luo,Y. Wang, C Chen. 2024. Unifying Large Language Models and Knowledge Graphs: A Roadmap (TKDE 24).
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=K EPLER: A Unified Model for Knowledge Embedding

{ IpeA)

and Pre-trained Language Representation

] Motivation:

£/ Kepler's laws

Germany is a country in Central
and Western Europe ...

A

Johannes Kepler was a German
astronomer ... best known for

launched by NASA ... Named
after Johannes Kepler.

his laws of planetary motion.

2 ]
o + Operator
+ Occupation \4

{ m\ Astronomer

Y An astronomer is a scientist in

m the field of astronomy ...

... iIs an independent agency ...
for the civilian space program ...

Knowledge graph embedding

[

Infuse world facts

N

Leverage textual information
do inductive KE

Pre-trained Language Models

[1] X. Wang, T. Gao, Z. Zhu, Z. Zhang. 2021. KEPLER: A Unified Model for Knowledge Embedding and Pre-trained Language Representation (ACL 21).




“=K EPLER: A Unified Model for Knowledge Embedding O@ﬂ
and Pre-trained Language Representation

 Goal: joint optimizing knowledge graph embedding and masked language
modeling (MLM) objectives

o+ |

h r // t
Encoder [ Embeddings ] Encoder Encoder
A A T
<s> Johannes Kepler was a German astronomer ... <s> An astronomer is a scientist in the field of ... ... Kepler <mask> to have had an epiphany on ...
T

text
t t
, cupation , JESGHTIL )

| |

e [1] X. Wang, T. Gao, Z. Zhu, Z. Zhang. 2021. KEPLER: A Unified Model for Knowledge Embedding and Pre-trained Language Representation (ACL 21).

— T
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 Observations:
o State of the art performance on KE task
o State of the art performance on various NLP tasks

Model P R F-1
Model MR MRR HITS@1 HITS@3 HITS@10 )

UFET (Choi et al., 2018) 774 60.6 68.0
TransE (Bordes et al., 2013) 109370 253 17.0 31.1 39.2 BERT 76.4 71.0 73.6
TransET 406957 6.0 1.8 8.0 13.6 ERNIEgzar 784 729 75.6
DKRL (Xie et al., 2016) 31566 16.0 12.0 18.1 22.9 KnowBertgpsr 779 712 T4.4
RoBERTa 1381597 0.1 0.0 0.1 0.3 RoBERTa 774 736 T5.4
Our RoBERTa 1756130 0.1 0.0 0.1 0.2 ERNIEROBERI‘a 80.3 70.2 74.9
KEPLER-KE 76735 8.2 4.9 8.9 15.1 KnowBerts. aomr.. 787 o7 756
KEPLER-Rel 15820 6.6 3.7 7.0 11.7
KEPLER-Wiki 14454 15.4 10.5 17.4 24.4 Our RoBERTa 7.1 734 743
KEPLER-Cond 20267 21.0 17.3 22.4 27.7 KEPLER-Wiki 77.8 746 76.2

Performance on knowledge graph embedding task. Entity typing results on OpenEntity (%)

e [1] X. Wang, T. Gao, Z. Zhu, Z. Zhang. 2021. KEPLER: A Unified Model for Knowledge Embedding and Pre-trained Language Representation (ACL 21).
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= JAKET: Joint Pre-training of Knowledge@
Graph and Language Understanding

J Goal: capture the knowledge graph structure information

o Transk based method could not capture the structure information of KG
o ldea: graph neural network

h //‘
Encoder { Embeddings y Encoder \ Encoder
A

!

<s> Johannes Kepler was a German astronomer ... ... Kepler <mask> to have had an epiphany on

" text;

texty,

e [1] D.Yu,C. Zhu, Y. Yang, M. Zeng. 2022. JAKET: Joint Pre-training of Knowledge Graph and Language Understanding (AAAI 22).
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2= JAKET: Joint Pre-training of Knowledge ™!
Graph and Language Understanding

J Goal: capture the knowledge graph structure information

Pre-training tasks

| Relation prediction \ | Entity category prediction |

: (E: Earth, E: Solar System) — R: part_of ‘ : E: Earth —» C: Planet J'

% &l Entity representation

Graph neural network

Language Language @) Entity context T I
model 1 model 1 embedding memory T
. E: Earth
[ 1 IE'S”"Q\W& ’
___________________ . '_________l________lr______l_______| : R:part_of category :
: Sun is the most important [MASK] | : The Sun is the star at the : | Earth is the third pI- : : O \D _ :
| of energy for life on Earth. } | center of the Solar System... | : anet from the Sun... | | E: Solar system C: Star J|
Input text Entity description text Knowledge graph

e [1] D.Yu,C. Zhu, Y. Yang, M. Zeng. 2022. JAKET: Joint Pre-training of Knowledge Graph and Language Understanding (AAAI 22).
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= JAKET: Joint Pre-training of Knowledge@
Graph and Language Understanding

J Advantages:
L Eases the semantic matching between them

1 Solves the over-parameterization issue since entity embeddings are no longer part of the
model’s parameters

Pre-training tasks Pre-training tasks
———————————————————————————————————————————————————————————————————
| Masked entity prediction | | Masked token prediction | \ Relation prediction \ : Entity category prediction |
{ Earth —» E: Earth l 'l [MASK] — source } ‘ (E: Earth, E: Solar System) — R: part_of ‘ | E: Earth » C: Planet J'
Context representation %@ &‘ @ % & Entity representation
Language model 2 D — Information fusion <«——— | Graph neural network
O) i T
[
Language Language ® Entity context
model 1 model 1 embedding memory e et
. E: Earth
[ | 8en Clommppon 00 |
\ \
———e '_________l _____________ L | Rpart of  category ‘
‘ Sun is the most important [MASK] | | The Sun is the star at the : \ Earth is the third pI ' } \23 }
\ of energy for life on Earth. | | center of the Solar System... | } anet from the Sun.. | ! E: Solar system C: Star \
_____________________________________________________________________ J
Input text Entity description text Knowledge graph

e [1] D.Yu,C. Zhu, Y. Yang, M. Zeng. 2022. JAKET: Joint Pre-training of Knowledge Graph and Language Understanding (AAAI 22).

i
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- JAKET: Experiments

] Observations:

o State of the art performance on KE task
o State of the art performance on various NLP tasks

Model KG-Full KG-50%
I-hop 2-hop 1-hop 2-hop _ _
ERNIE 808  70.1 612 387 Model Training Size
KnowBERT  §9.5 69.5 61.1 38.3 100% 20% 5%
KEPLER 90.1 70.3 60.7 38.1 GNN 48.2 - -
CoLAKE 92.4 72.1 62.5 40.6 RoBERTa 33.4 - -
RoBERTa 90.2 70.8 61.5 39.3 RoB+G+M  79.1 66.7 53.5
RoB+G+M 914  72.6 625  40.8 JAKET 816 70.6 584
JAKET 939 732 631 419
Hits@1 results on the MetaQA dataset. Accuracy results on the entity classification task.

e [1] D.Yu,C. Zhu, Y. Yang, M. Zeng. 2022. JAKET: Joint Pre-training of Knowledge Graph and Language Understanding (AAAI 22).

i




K.".‘:“’,’[?;"P i Mﬂ ! .

Roadmap

Part I: Knowledge Graph Reasoning: Basic Concepts and Techniques

Part ll: Recent Advance #1: Neural Reasoning for Natural Language Queries

Part lll: Recent Advance #2: Neural Reasoning for Logical Queries

Part IV: Recent Advance #3: Neural Reasoning Beyond Entities and Relations
Part V: Recent Advance #4: LLM+KGR

Part VI: Open Challenges and Future Directions




==Fyture Direction #1: Multi-modal knowledge D@“
graph reasoning

d Multi-modal knowledge graph reasoning:
An emerging research area that combines
structured knowledge graphs with
unstructured data such as images, videos,
audio, and other forms of sensory information.

University of
Pennsylvania

J Possible direction:

o Knowledge graph reasoning for Visual and Textual
Information




==Fyture Direction #2: Retrieval-Augmented D@“
Multimodal Language Modeling

J Retrieval augmented generation

O An Al framework for improving the quality of
RAG Architecture Model

LLM-generated responses by grounding the T o
model on external sources —_ 372;5 | FostRsig @
4 Mainly focuses on o @ TTT —g”
0 Text data gzgﬁrigtic | 1 Bl Prompt
Data
Q Graph data 0 / —7 DODLDD
i irecti =y DODRDD
J Possible direction: vecmpobse  OrgaContet |

o Integrate other data types
o Video, audio, image, spatial temporal data...




==Fyture Direction #3 Knowledge Graph Foundatiom‘;n
Models for Broad Applications

d Knowledge graph reasoning plays a pivotal role in many """""'rfr'e'i'?ai.}{.h]g --------- \: ',&65.5{5665 S—
high-impact applications Q : : O}g?:
Node level
Broad Applications ! % i N
i 0 ;! ® !
. | B QR N
| E #ﬁ' ] : 4 ! Edge level
: @L%@z»,. o= ooy Pl | ‘ i ;&f ,
SO () O TP
onG oscoveRy DETECTION ¥ Pretext Task . | Graphlevel
.\ (e.g., link prediction) /i | e
s e N e - o

Foundation model

[ How to build a KG foundation model to solve multiple tasks?
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Summarization

New Frontiers of Knowledge Graph Reasoning

v v v v

Neural Reasoning
Beyond Entities and LLM+KGR

Neural Reasoning for

Neural Reasoning for
Natural Language

Logical Queries

Questions Relations
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Resources

[ Datasets: https://github.com/LIANGKE23/Awesome-Knowledge-Graph-Reasoning#datasets-
 Code: https://github.com/uma-pil/kge

O Surveys:

o J. Zhang, B. Chen, L. Zhang, X. Ke, H. Ding. Neural, symbolic and neural-symbolic reasoning on
knowledge graphs. Al Open, 2021.

o X Chen, S Jia, Y Xiang. A review: Knowledge reasoning over knowledge graph. Expert Systems with
Applications, 2020.

o K. Liang, L. Meng, M. Liu, Y. Liu, W. Tu, S. Wang, S. Zhou, X. Liu, F. Sun. A Survey of Knowledge Graph
Reasoning on Graph Types: Static, Dynamic, and Multimodal. arXiv, 2023.

] Related tutorials:

o Reasoning on Knowledge Graphs: Symbolic or Neural?
« https://aaai2022kgreasoning.github.io/

o Rule Induction and Reasoning in Knowledge Graphs
« https://www.youtube.com/watch?v=CanRy4NhMGQ



https://github.com/LIANGKE23/Awesome-Knowledge-Graph-Reasoning#datasets-
https://aaai2022kgreasoning.github.io/

K";wﬁ:mp q lDl;ﬂ !

Acknowledgements

 Part of the slides are credited to the following authors (in alphabetic order of last name)

o Endri Kacupaj (Cerence)
o Magdalena Kaiser (Max-Planck-Institut flr Informatik)

o Jure Leskovec (Stanford University)

o Apoorv Saxena (Adobe)
o Komal K. Teru (The Vanguard Group)

 If you would like to re-use these slides, please contact the original authors




K";wﬁ:mp q lDl;ﬂ !

References

O T. Trouillon, J. Welbl, S. Riedel, E. Gaussier, and G Bouchard. 2016. Complex Embeddings for Simple Link Prediction
(ICML 16).

O A. Bordes, N. Usunier, and A. Garcia-Duran. 2013. Translating Embeddings for Modeling Multi-relational Data (NeurlPS
13).
O T. Dettmers, P. Minervini, P. Stenetorp, and S. Riedel. 2018. Convolutional 2D Knowledge Graph Embeddings (AAAI 18).

O B. Yang, W. Yih, X. He, J. Gao, and L. Deng. 2015. Embedding Entities and Relations for Learning and Inference in
Knowledge Bases (ICLR 15).

O Z. Sun, Z. Deng, J. Nie, and J. Tang. 2019. RotatE: Knowledge Graph Embedding by Relational Rotation in Complex
Space (ICLR 19).

M. Richardson, and P. Domingos. 2006. Markov Logic Networks (Machine learning 16).
W. Cohen. 2016. TensorLog: A Differentiable Deductive Database (arXiv 16).

N. Lao, T. Mitchell, and W. Cohen. 2011. Random walk inference and learning in a large scale knowledge base (ACL 11).

H. Wang, H. Ren, and J. Leskovec. 2021. Relational message passing for knowledge graph completion (KDD 21).




L
KnowComp

References

a

o)

W. Xiong, T. Hoang, and WY. Wang. 2017. Deeppath: A reinforcement learning method for knowledge graph reasoning
(ACL 17).

H. Wang, H. Ren, and J. Leskovec. 2021. Relational message passing for knowledge graph completion (KDD 21).

F. Yang, Z. Yang, W. Cohen. 2017. Differentiable Learning of Logical Rules for Knowledge Base Reasoning (NeurlPS
17).

K. Teru, E. Denis, W.L. Hamilton. 2020. Inductive Relation Prediction by Subgraph Reasoning (ICML 20).

B. Antoine, U. Nicolas, G. Alberto, W Jason, and Y. Oksana. 2013. Translating Embeddings for Modeling Multi-relational
Data (NIPS 13).

S. Hu, L. Zou, J. X. Yu, H. Wang, and D. Zhao. 2018. Answering Natural Language Questions by Subgraph Matching
over Knowledge Graphs (TKDE 18).

H. Ren, W. Hu and J. Leskovec. 2020. Query2box: Reasoning over Knowledge Graphs in Vector Space using Box
Embeddings (ICLR 20).

J. Tang. 2022. Neural and Symbolic Logical Reasoning on Knowledge Graphs (AAAI 22).




L
KnowComp

References

a

o)

L. Liu, B. Du, Y. Fung, H. Ji, J. Xu, and H. Tong. (2021). Kompare: A knowledge graph comparative reasoning system
(KDD 21).

A. Saxena, A. Tripathi, P. Talukdar. 2020. Improving Multi-hop Question Answering over Knowledge Graphs using
Knowledge Base Embeddings (ACL 20)

L. Liu, B. Du, J. Xu, Y. Xia, H. Tong. 2022. Joint Knowledge Graph Completion and Question Answering (KDD 22).

M. Kaiser, R. Saha Roy, and G. Weikum. 2021. Reinforcement Learning from Reformulations in Conversational Question
Answering over Knowledge Graphs (SIGIR 21)

E. Kacupaj, K. Singh, M. Maleshkova, J. Lehmann. 2022. Contrastive Representation Learning for Conversational
Question Answering over Knowledge Graphs (CIKM 22)

X.Lv, Y. Gu, X. Han, L. Hou, J. Li, Z. Liu. 2019. Adapting Meta Knowledge Graph Information for Multi-Hop Reasoning
over Few-Shot Relations (EMNLP 19).

K. Huang, M. Zitnik. 2021. Graph Meta Learning via Local Subgraphs (NeurlPS 21).




	Slide 1: Roadmap
	Slide 2: Large Language Models
	Slide 3: Model Size of LLMs
	Slide 4: Large Language Models in Recent Literature
	Slide 5: Knowledge Graphs VS LLMs
	Slide 6: Combining Knowledge Graph with LLMs
	Slide 7: Combining Knowledge Graph with LLMs
	Slide 8: QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering
	Slide 9: QA-GNN: Reasoning with Language Models and Knowledge Graphs for Question Answering
	Slide 10: QA-GNN: Main Steps
	Slide 11: QA-GNN: Main Steps
	Slide 12: QA-GNN: Main Steps
	Slide 13: QA-GNN: Experiment Results
	Slide 14: Retrieval-Augmented Generation (RAG) with Knowledge Graph
	Slide 15: KG-GPT: A General Framework for Reasoning on KGs Using LLMs
	Slide 16: KG-GPT: A General Framework for Reasoning on KGs Using LLMs
	Slide 17: KG-GPT: A General Framework for Reasoning on KGs Using LLMs
	Slide 18: REPLUG: Retrieval-Augmented Black-Box Language Models
	Slide 19: REPLUG
	Slide 20: REPLUG LSR
	Slide 21: From Local to Global: A Graph RAG Approach to Query-Focused Summarization
	Slide 22: Preprocessing Pipeline – Graph Enabled RAG
	Slide 23: Preprocessing Pipeline – Graph Enabled RAG
	Slide 24: Preprocessing Pipeline – Graph Enabled RAG
	Slide 25: Preprocessing Pipeline – Graph Enabled RAG
	Slide 26: Combining Knowledge Graph with LLMs
	Slide 27: Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph
	Slide 28: Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph
	Slide 29: Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph
	Slide 30: Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph
	Slide 31: Think-on-Graph: Deep and Responsible Reasoning of Large Language Model on Knowledge Graph
	Slide 32: Combining Knowledge Graph with LLMs
	Slide 33: KEPLER: A Unified Model for Knowledge Embedding and Pre-trained Language Representation
	Slide 34: KEPLER: A Unified Model for Knowledge Embedding and Pre-trained Language Representation
	Slide 35: KEPLER: Experiments
	Slide 36: JAKET: Joint Pre-training of Knowledge Graph and Language Understanding
	Slide 37: JAKET: Joint Pre-training of Knowledge Graph and Language Understanding
	Slide 38: JAKET: Joint Pre-training of Knowledge Graph and Language Understanding
	Slide 39: JAKET: Experiments
	Slide 40: Roadmap
	Slide 41: Future Direction #1: Multi-modal knowledge graph reasoning
	Slide 42: Future Direction #2: Retrieval-Augmented Multimodal Language Modeling
	Slide 43: Future Direction #3 Knowledge Graph Foundation Models for Broad Applications 
	Slide 44: Summarization
	Slide 45: Resources
	Slide 46: Acknowledgements
	Slide 47: References
	Slide 48: References
	Slide 49: References

